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CHAPTER 1 - WHAT DOES A COMMUNITY LOOK 
LIKE? 
 

 In 1990, James and McCulloch published a review entitled "Multivariate statistics: 
Panacea or Pandora's Box?" A panacea is a cure all, and, according to Greek mythology, 
Pandora's box contained all of mankind's evil. Which is it? We are pretty sure it is something 
intermediate, but where it lies on the scale from cure all to Hell's gate depends a lot on your 
experience. Most researchers who have used multivariate statistics for more than about a 
decade have fair idea of what they do. However, that doesn't help the beginning student very 
much. 

 Pierre and Louis Legendre wrote a very complete book on multivariate statistics 
(Legendre & Legendre 1998). Reading it is a tour through the minds of two researchers who 
understand mathematics and biology. It is the "bible" of multivariate statistics for ecologists 
and, if you intend to use multivariate statistics in ecology, you should read that book. The book 
by Borcard et al. (2011) shows how to implement many of their their analyses in the R program. 
However, to really follow their logic, you have to read the book by Legendre & Legendre (1998) 
from cover to cover. That tome is several inches thick, so that doesn't help much someone who 
is just trying to get an idea of what multivariate statistics are to see if they can be applied to 
their ecological problem. 

 Brian Manly's little book, “Multivariate Statistical Methods: A Primer” (2005) is a good 
place to start. Manly understands biology and statistics, and his book on randomization 
techniques (Manly 1997) is one of the best introductions to statistics in general. However, 
Manly starts with the assumption that you already understand what an ecological gradient is 
and are ready to select a technique. We have found that students need an introduction that 
focuses more on the basic concepts, and the relationships among the techniques. Some books, 
such as McCune & Grace (2002) come close, but we were unable to find a short book for 
ecologists that focused on the concepts, and presented all of the techniques in a unified 
framework. That is why we wrote this book, which is an extension of the material found in the 
chapter on multivariate statistics in the book by Magnusson & Mourão (2004 [Magnusson et 
al. 2015 em português]). 

 One of the problems with multivariate statistics in ecology is that most techniques are 
now being developed by mathematicians or computer programmers. This greatly increases the 
ease of use and power of the algorithms, but users tend not to know of the origins of the 
techniques, and what led to their being developed in the first place. We see no reason not to 
move away from a problem defined in biology to explore it with powerful mathematics, as long 
as you return to biology to present the answer. Unfortunately, most multivariate analyses 
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published in the literature now end with strange hieroglyphics or graphs in multivariate 
mathematical space that few biologists understand. We will show here that almost all these 
techniques can be illustrated by a simple graph that most biologists and decision makers can 
understand, and that you can greatly increase the value of your work if you talk to the people 
who really care about plants and animals, and do not only write for people who regard 
organisms as just abstract sources of numbers.  

We are grateful to the many people who gave us a start many years ago. Claude Gascon 
introduced us to the generic graph and most of the ordination techniques we describe were 
first shown to us by David Williams, who used Lee Belbin´s PATN program. In that old version 
of PATN, you had to manually select which transformations to apply to the original data, choose 
an association measure, and transform that association if necessary before applying an 
ordination or cluster technique. In most programs available today, you just press a button or 
write a code with a few words to do a multivariate analysis. Some people prefer this, but we 
suspect that what they gain in time they lose in understanding. This book would not be 
the same without the constant input from Flávia Costa. We are in debt with Helena 
Bergalo, who review the Portuguese version of this book providing essential insights. Many 
R scripts have lots of input from Vitor Landeiro. Finally, we thank our students whose 
insightful questions kept us on track. 

A GENERIC GRAPH 
One of the most fundamental, and most difficult, questions in community ecology 

relates to what a community is. Most text books in ecology discuss this question, and each 
usually comes to a different conclusion. We don't have the answer, and in fact we prefer not 
to use the word (Magnusson 2013). However, simple graphs of multivariate data can be 
illuminating (Warton 2008) and we will try to show that most approaches to what people call 
community ecology are based on patterns found in one type of graph, and that familiarity with 
this graphical structure can help you understand the concepts that many famous ecologists 
have studied. 

There are several definitions of "community" and "assemblage", and differences among 
them are often subtle. However, these terms often reflect important differences in how 
ecologists view the world. Researchers who use the term "community" often regard the 
constituent species as highly integrated entities whose presence in the community depends 
on interactions, such as competition and predation, and that the species evolved together. 
Researchers who use the term "assemblage" often regard the species as entities that just 
happen to be together at a given time and place, and that co-evolution was not a strong force 
molding the assemblage. However, the differences are not clear cut. Ecologists often study 
"assembly rules" (e.g. Diamond 1975, Fox & Brown 1993, Weiher & Keddy 1999), which 
purportedly determine which species can occur together, but which do not necessarily imply 
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a long history of co-evolution. In fact, some stable assemblages are very unlikely to result from 
gradual evolution of the constituent species in sympatry (Egas et al. 2004, Ricklefs 2008).  

 In this book, we will use “community” if we need to refer to the pool of species that 
could potentially contribute to a sampling unit, and “assemblage” to refer to a group of species 
actually found in the sampling unit. Although “community” is an esoteric and very subjective 
concept (Magnusson 2013), assemblage as we use it is empirical and should differ among 
different observers only within the limits of the vagaries of sampling. We will generally refer to 
a group of assemblages as “assemblages”, associations that were actually observed in the field, 
and not concern ourselves as to whether they are part of an undefined and unknowable entity 
called a community. However, we will continue to use “community” when referring to 
concepts that were discussed under that term in the literature. It is important to define what 
you are talking about. It is common for a researcher to use “the community” to refer to a vague 
concept of all potentially interacting or co-occurring species in the region, “the community” to 
refer to all the species they found in all their sampling units, and “the community” to refer to 
the species found together in a single sampling unit, all in the same paper! If you don´t want 
to confuse people, it is best to avoid the word (Magnusson 2013).  

 Community studies often consider only closely related organisms that occur together 
(Pianka 1973). However, interactions may occur between distantly related taxa, and the focus 
of the study may relate to habitat selection, or competitive exclusion, so the discussion involves 
species that generally are not found together. Despite the wide variety of conceptual and 
taxonomic emphases, almost all these studies can be placed in the same generic graphical 
structure, which represents direct or indirect analyses of ecological gradients. In this chapter 
we will consider the patterns studied by several noted ecologists, living in several different time 
periods, and in later chapters we will explore mathematical methods of summarizing those 
patterns. 

 Many of the earliest community studies were concerned with vegetation mapping 
(Tansley 1904, Sheail & Gimmingham 1987). Warming's research on the vegetation of Lagoa 
Santa in Brazil in the 1860s is often considered the first study of community ecology (Warming 
1896, 1909). Interest in community studies increased with the development of quadrat-based 
studies to quantify temporal and spatial variation in the vegetation (Clements 1905). One of 
the earliest controversies in community ecology related to the mechanisms of succession. 
Clements (1905) considered communities to be tightly-integrated organism-like structures, but 
Gleason (1922) treated communities as individualistic groupings (assemblages) of species that 
just happened to have similar requirements. 

SUCCESSION IN TIME 
 Independent of the causes of succession, the phenomenon is recognized when 
organisms replace each other through time in a predictable sequence. Figure 1.1 shows a 
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sequence of ten species along a time dimension. If we find that the sequence of species "1" 
being followed by species "2", which is followed by species "3" etc. repeats in many different 
places, we start to look for a mechanism causing the succession. This could be complex, such 
as those proposed by Clements (1905), or could be something simple, such as "grass grows 
faster than shrubs, which grow faster than trees, and bigger plants tend to shade out smaller 
plants." However, we only start to look for mechanisms if the graph looks something like Figure 
1.1. If the earlier species or functional groups do not disappear along the time sequence, or 
the order of the species or groups varies greatly from place to place, we would consider that 
we were studying some phenomenon other than succession. 

 

Figure 1.1 – A continuous successional gradient. 

 Figure 1.1 is stylistic, with the abundance of the species in our samples forming 
relatively smooth unimodal curves. In the next chapter we will consider how the data you 
collect might appear in tables. As we will return repeatedly to graphs of this type, we will 
introduce generic terminology that is not specific to this example. In this case, species were 
the components of the assemblages, but we could have used higher taxonomic categories, 
such as genera or families, or we could have used functional groups, such as herbivores and 
carnivores, or other elements that we consider to be components of our assemblages.  

The horizontal (x) axis in Figure 1.1 represents a gradient in time, but for other analyses 
we will consider other ecological gradients, such as space, temperature or soil characteristics. 
One of Clements' greatest contributions was in showing that continuous variables (gradients) 
can reveal more about assemblages than subjective categories (Clements 1905). When Pearsall 
(1921) studied plant succession in lakes, he had to take into account other ecological gradients, 
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such as lake size and depth. Throughout this book, we will refer to the distribution of the 
components of assemblages along ecological gradients. However, the components and the 
gradients will vary, depending on the question. 

Other researchers investigate how assemblages change over time. Paleontologists 
frequently use graphs of occurrence of species, genera, or functional groups over periods of 
thousands or millions of years, though time has to be inferred from depth in the soil profile, 
carbon dating, or some other indirect evidence. When inspecting such graphs, it is important 
to note whether the ecological gradient was measured directly or inferred from variation in 
some surrogate. Ecologists usually place the components of the assemblages on top of each 
other on the y axis and time on the x axis. However, paleontologists usually put time on the y 
axis and the components of assemblages along the x axis. 

SUCCESSION IN SPACE 
 Phytosociologists have often studied the distribution of species in a transect along a 
single physical gradient, such as that found from the bottom to the top of a mountain, or from 
deep water to dry land on the edge of a marsh. The gradient is often referred to as a 
toposequence, and the changes in assemblages are usually interpreted in relation to variables 
that change along the transect (e.g. temperature, degree of waterlogging) (Figure 1.2). 
However, this is usually an inefficient way of detecting causal factors because many variables 
change in concert along transects, and information from one part of a transect is not 
independent of information collected from another part, leading to spatial pseudoreplication 
(Hurlbert 1984, Magnusson and Mourão 2004, Magnusson et al. 2015). As with time, points 
close together along a toposequence tend to be more similar than points far apart, leading to 
autocorrelation. Autocorrelation can have strange effects on statistical analyses, and ecologists 
often use inappropriate analyses (Landeiro & Magnusson 2010). However, inspection of the 
components vs gradient (generic) graph gives insights into the patterns and processes. 
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Figure 1.2 – Abundance of species along an elevational gradient. 

RIVER CONTINUUM 
 The river-continuum concept (Vannote et al. 1980), much used by limnologists, is 
illustrated by the distribution of functional groups along a gradient in river size. The mechanism 
proposed is the sequential processing of organic matter along the course of the river, and the 
resulting availability of resources for different functional groups. However, as with other 
proposed mechanisms of assemblage structure, our generic graph (Figure 1.3) can only show 
pattern, and inferences about causes have to be complemented with other lines of evidence. 
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Figure 1.3 – Abundance of functional groups along a river. The abundance of species was 
summed for each functional group. 

HUTCHINSONIAN SIZE RATIOS 
 G. Evelyn Hutchinson (1959) was interested in the limits to how similar species could 
be in resource utilization and still exist in the same assemblage. He considered that 
taxonomically closely related species that use the same type of food resources could only 
coexist in an assemblage if they differed in size by some minimum amount. In this case, food, 
not size, was the ecological gradient. However, Hutchinson felt that the size of the organism 
or, more correctly, the size of the organism's trophic apparatus (e.g. mouth, beak), was a good 
surrogate for the gradient in diet. We will not discuss the appropriateness of this assumption 
here, as it has been debated by many learned ecologists. Using a minimum ratio of 1.3, as was 
originally suggested, the size of each the species would be represented by the black bars in 
Figure 1.4.  
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Figure 1.4 - Distribution of species according to the size gradient proposed by Hutchinson. 

 However, using only a single value, or a very restricted range of values, for the size of a 
species only makes sense for organisms that have a restricted range of sizes as adults, and in 
which the juveniles are trophically dependent on the adults, such as most birds and mammals. 
If we use realistic variation in sizes for species in which the juveniles live and feed 
independently, such as most other vertebrates, and many invertebrates, we would see an 
illustration with a form similar to that of Figure 1.1, with the components (species) distributed 
along an ecological gradient (diet [size]). In fact, different size classes of the same species could 
represent different components of assemblages (Polis 1984, Lima & Moreira 1993, Lima & 
Magnusson 1998). 

CROSS-SCALE MORPHOLOGY 
C. S. Holling (1992) looked for patterns in the distribution of species along a size 

gradient almost diametrically opposed to that which Hutchinson recognized. Instead of 
expecting sizes to be over dispersed, Holling found the sizes of species to be more clumped 
than expected for a random distribution of sizes, which would result in a pattern in our generic 
graph similar to that in Figure 1.5. Holling (1992) found that species' sizes clumped in terrestrial 
environments, but not in the open ocean, and concluded that "the discontinuous body-mass 
structure provides a bioassay of discontinuous ecosystem structure." That is, the physical 
structure of the environment, rather than interactions among species, determines the size 
distribution. The statistical significance of Holling's patterns has been questioned. However, 
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we will not consider the various interpretations of the patterns in this chapter; we just want to 
show that they can all be illustrated with our generic graph.  

 

Figure 1.5 - Distribution of terrestrial species according to the size gradient proposed by 
Holling. 

GUILDS 
 Guilds are groups of species that explore similar resources in a similar manner. If 
present, they appear as blocks of species that have little overlap with the succeeding block 
along a resource gradient. The assumption is usually that all species are syntopic. Similar 
patterns may arise if groups of species have different habitat requirements (see section on 
Beta Diversity), or if size determines resource use and selection is on size rather than the 
resource being investigated (see Cross-scale Morphology), but most community ecologists are 
extremely frugal in outlining their assumptions. The generic graph for guild structure is similar 
to that in Figure 1.5. 

COMPETITION 
 Pianka (1973) reasoned that species should be distributed along a gradient in resources 
more regularly when the assemblages are structured by competition than when other factors 
structure them. This logic is similar to that of Hutchinson, but Pianka measured resource 
overlap directly instead of using size as a surrogate. Graphs, such as Figure 1.5, in which some 
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species have virtually no overlap in resources, can be used as evidence for competition in the 
past ("the ghost of competition past"), but competition cannot be measured directly because 
the potentially competing species no longer occur in the same assemblages. Pianka's paper 
became a citation classic because he introduced a method of evaluating whether the overlap 
was less than expected. Pianka compared the overlap in resource use seen in natural 
assemblages of lizards on different continents with that which resulted when he constructed 
artificial assemblages in a computer using random samples of species from all continents. The 
pattern in Figure 1.6 is similar to that in Figure 1.4 because they both relate to competition 
hypotheses. 

 

Figure 1.6. Distribution of the species along a resource gradient more homogeneous than 
would be expected by chance. 

PREDATION 
 The ecological gradient may show variation in intensity of predation. The distribution 
of species in relation to the presence or absence of an introduced predator is often used as 
evidence for the importance of predation in structuring assemblages (e.g. Paine 1966). Hero 
et al. (1998) used the distribution of tadpole species along a gradient in density of fish and 
invertebrate predators to infer the importance of aquatic predators in structuring tadpole 
assemblages. What they found is similar to Figure 1.7. Magnusson and Hero (1991) used similar 
analyses to infer the importance of predators on the distribution of functional groups of frogs 
that were based on reproductive strategies. In both cases, the graphs look similar to Figures 
1.1 or 1.6. 
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Figure 1.7 - Distribution of species in a community structured by predation. Predation 
gradients (fish and invertebrates) are represented below the generic graph. 

INDICES OF SIMILARITY 
 Ecologists have long been interested in developing indices of similarity of assemblages. 
It is easy to see which species are more similar to each other in terms of a single resource on 
our generic graph. Indices of similarity basically sum or average the similarities of assemblages 
along more than one resource gradient. Imagining that the communities are distributed along 
a single generic resource, or phantom axis (we will discuss these concepts in future chapters) 
allows us to visualize similarity indices on our generic graph. 

 Winemiller and Pianka (1990) developed "pseudocommunity analysis" to detect 
structure in ecological assemblages. They used randomization techniques to determine 
whether the degree of overlap of neighboring species along the generic resource axis was more 
or less than expected by chance. This is a variation on the competition analyses that does not 
require comparisons with species from other assemblages or continents. If we consider a 
generic ecological gradient (resource), their analysis detects whether the species are more 
uniformly distributed along the gradient than expected by chance (suggesting that competition 
structures the assemblages), or whether the species tend to clump in resource use (suggesting 
guild structure). This is similar to Hutchinson's line of reasoning, but they used a multivariate 
index of similarity instead of just size to evaluate overlap. 
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It is difficult to imagine a cause other than competition that would lead to a distribution more 
uniform than expected along a resource gradient, though that competition might be for 
competitor-free space. However, the cross-scale morphology hypothesis also predicts 
clumping of resource use if size affects other aspects of the organism’s ecology, which it surely 
does. Studies of assemblages of amphibians and reptiles indicate that most assemblages show 
more clumping than expected by chance, and this is because phylogenetically similar species 
tend to show similar resource use, especially in diet (Vitt et al. 1999). The rarity of 
intermediates indicates that adaptive peaks exist, and that generalists are selected against. We 
will not discuss this further here because these topics are extremely complex. However, we 
emphasize that the patterns can be seen on our generic graph.  

NESTED SUBSETS 
 If some species are adapted to a wider range of conditions than others, some species 
will occur in more sites (or islands) for reasons other than chance. Assuming that there is a 
single gradient in "suitability", if we rank the sites in terms of number of species (which 
presumably reflects "suitability"), species will drop out progressively, such that sites with fewer 
species will have a subset of the species that occur in richer sites. If we rank the species by the 
number of sites in which they occur, our generic graph will have a triangular pattern of 
occurrences (Figure 1.8). Although the original analyses looked for a nested subset pattern in 
relation to the number of species in a site, similar analyses can be made for other ecological 
gradients, such as island size or quantity of some resource. 

 Species may respond individually to the ecological gradient, or there may be more than 
one important ecological gradient. That is, what is good for one species may not be good for 
another. In this case, the pattern on the graph will not be triangular. In the real world, most 
species show intermediate patterns. Nested assemblage patterns have been reported for 
islands (Paterson & Atmar 1986), forest fragments (Bernard et al. 2001, Honnay et al.1999), 
temporary pools (Pazin et al. 2006) and other environments with some isolation (McLain & 
Pratt 1999, Fleishman & MacNally 2002). However, many analyses may have confused 
nestedness with other patterns (Ulrich & Almeida-Neto 2012), and you should confirm the 
conclusions by inspection of the generic graph. 
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Figure 1.8. Assemblage with nested subsets. 

 Habitat size does not necessarily cause nested structure. Honnay et al. (1999) showed 
that nestedness in plant communities was not related to size or isolation of fragments, but to 
the habitat diversity in the fragments. However, area and habitat diversity are generally 
correlated (Rosenzweig 1995), and distinguishing these effects may be difficult. Studies of 
nestedness are generally based on presence-absence matrices, taking zeros as evidences of 
the absence of a species at the site. As the probability of detection of species varies, and some 
species may not be detected even when present in some places, patterns of nestedness seen 
on the graphs may sometimes be artifacts of sampling (Cam et al. 2000). 

ISLAND BIOGEOGRAPHY 
 Island biogeography (IB) does not predict differences in species composition along 
resource gradients because the theory is neutral (Hubbell 2001). That is, it considers all 
individuals, and therefore all species, to be identical. It predicts differences in the number of 
species along gradients in island size and distance from the mainland. There has been 
considerable confusion in analyses of island biogeography, especially when applied to 
terrestrial habitat islands, and many researchers have confused simple species-area 
relationships derived from sampling theory with effects of dispersal and patch size (Fahrig 
2013). In its original form, IB says nothing about which species should be on each island. Some 
authors have considered the possibility of species being differentially adapted to different 
habitats, and for the probability of a given habitat occurring on an island being greater for 
larger islands. This means that the theory is no longer neutral, and should not be called island-
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biogeography. In its original form, island biogeography theory predicts no distinct form on our 
generic graph, except less species to one side. However, if the probability of colonization from 
intermediate islands, and not just colonization from the mainland is considered, the graph of 
the distribution of species in relation to distance from the mainland may show a nested subsets 
pattern, even if all species are identical (Ulrich & Almeida-Neto 2012). MacArthur and Wilson 
(1967) recognized that intermediate islands acting as stepping stones could produce a nested 
pattern, but this moves the emphasis away from IB to what is today known as landscape 
ecology. If there is a distinct pattern, such as those in Figures 1.2 and 1.8, then IB is not the 
dominant process. 

BETA DIVERSITY 
Following Hutchinson's logic, Schoener (1971) considered that animal species could 

only coexist if they differed in diet, habitat, or time of activity. If the species use different 
habitats, or are active at different times, they do not interact and, under some definitions, 
belong to different communities. The distribution of species along a gradient of resource (any 
gradient) indicates which species overlap, and that therefore could be part of an interactive 
assemblage. 

It has been debated as to whether variation in the time of day that species are active is 
an effective method of partitioning food resources. However, partitioning seasonal time may 
reduce dietary overlap (Lima & Magnusson 1998). Plant species may have much more overlap 
in basic resources than animals, and therefore have less options for partitioning resources 
(Harper 1969). Therefore, sudden breaks in the distribution of plant species are more likely to 
be due to interactions with other species than to the total absence of some necessary resource. 

Figure 1.9 shows the distribution of species along a gradient in soil fertility, in which 
species in the upper graphs have much more overlap with each other than with the species in 
the lower graphs. This type of graph was used extensively to define community "types" in the 
early days of community ecology (Sheail & Gimingham 1987). The assumption that distinct and 
readily identifiable community types exist is the basis of landscape ecology, and conservation 
strategies based on categories such as "ecoregions" (Ferreira et al. 1999). 
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Figure 1.9 – Species distribution along a soil-fertility gradient. 

The rate of change of species along the gradient is the most common measure of beta 
diversity or species turnover (Whittaker 1977, McCune & Grace 2002). Species turnover may 
be abrupt, suggesting separate communities or "habitats", or the change may be gradual, 
suggesting an effect of distance and dispersal limitation (e.g.Tuomisto et al. 2003). Evaluation 
of beta diversity (complementarity of species assemblages) is a critical component of reserve-
selection strategies (Margules et al. 2002). The rate of species turnover is easily seen in our 
generic graph, but comparisons between studies depend much on the length of the segment 
(variation in distance or number of habitats) of the ecological gradient investigated (Pansonato 
et al. 2013).  

ALPHA DIVERSITY 
 There are many papers on biological diversity (Magurran 2004, Magurran & McGill 
2011). Most lay people consider diversity to be the number of species that occur in a given 
area (species richness), but this number is rarely known. Most researchers use indices of 
diversity that combine estimates of species richness with estimates of the relative abundance 
of species (evenness), even though these indices are often illogical (Hurlbert 1971, Feinsinger 
2001, Magnusson 2002, Donelas et al. 2011). To derive these indices from our generic graph, 
we need to plot individuals, rather than species, and we need to use a gradient in estimated 
species richness, as we did for nested-subsets analyses (Pélissier et al. 2003). If the species 
distribution forms a nested subset, the diversity indices might make some sense. If not, we end 
up saying that an assemblage of three equally abundant species of rats is more diverse than an 
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assemblage with many individuals of one species of rat, fewer individuals of a species of snake, 
and very few individual jaguars. We will not consider compound indices of diversity here 
because they are rarely useful for anything other than showing your scientific culture. 
However, if you are interested in them, and mathematically inclined, you should read Pélissier 
et al. (2003) to see how most can be derived from our generic graph. 

CHECKERBOARD PATTERNS AND ASSEMBLY RULES 
 Darwin (1859) considered that closely related species (within the same genus) might 
be restricted in their co-occurrence because of competition. Diamond (1975) noted that this 
can produce a structure that looks like a checkerboard because the presence of one species of 
a competitor pair is always associated with an absence of the other species in that pair, though 
recent studies have not upheld many of his conclusions (Connor et al. 2013). In this case, 
locations (in Diamond´s example, islands) are the resource, and it is measured on a categorical 
scale (another interpretation could be that the absence of the second species is a resource for 
the first species). Species pairs have to be placed next to each other on the assemblage-
components axis or you will not see the checkerboard pattern (Figure 1.10). Therefore, there 
are really two ecological gradients, one represented by space, and the other by species traits, 
such as size. Often, when more than one gradient is studied at a time, the mechanisms leading 
to lack of co-occurrence are called “assembly rules”. Recent advances in genetics and 
computing power have allowed the development of programs that evaluate whether the 
probability of co-occurrence is related to distances in phylogenetic hypotheses (Webb 2000, 
Kembel 2009, Kembel et al. 2010). 

 

Figure 1.10. Checkerboard structure of assemblages. 

Hutchinson, Pianka, Schoener, MacArthur, Diamond and many other famous ecologists 
of the last century were interested in the limits to similarity of organisms that evolved together 
in interacting assemblages. However, coevolution is not a prerequisite for structure in 
assemblages. Most species present today evolved millions of years ago when the world and 
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assemblages were very different, and present-day assemblages may be very different from 
past, and potential future, assemblages (Wiens et al. 2009). Many ecologists, such as Fox and 
Brown (1993) have looked at the types of organisms that can occur together. The logic is similar 
to that of Hutchinson (1959), Pianka (1973), Diamond (1975), except that the separation is 
based on functional groups (e.g. herbivores, omnivores, carnivores), often with a limit to the 
size difference between presumably competing species. If assembly rules exist, the number of 
species in each functional group found sympatrically (in the same regions on our generic graph) 
should be less than expected if the sympatric species were random subsets of the species in 
the region. 

In this chapter we have seen that many of the major theories in ecological community 
ecology produce patterns that can be seen on the generic graph. In fact, graphs of multiple 
species along common resources were used in the initial expositions of many of the theories 
(e.g. Whittaker, 1977), even though the author may not have separated the species vertically. 
The form of the graph by itself will not distinguish many of the theories, but inspection of the 
phylogenetic or functional-group patterns may help decide among hypotheses in many cases. 
The complex theories and statistical analyses often lead us far away from the basic biology, but 
the generic graph can help us return to the real world, where the theories were originally 
proposed. In the next chapter, we will discuss ways of constructing generic graphs. 
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CHAPTER 2 - GRAPHS OF KNOWN GRADIENTS 
 

 

In the previous chapter we saw what noted ecologists have considered structure in 
groups of assemblages. Basically, the assemblages are considered to be structured if a 
compound graph of their components (individuals, species, higher taxa, or functional groups) 
against an ecological gradient can be constructed such that the elements form a diagonal 
pattern in the graph. This diagonal may have the form of a band (e.g. competition hypotheses), 
steps (e.g. guilds), or the edge of a triangle (e.g. nested subsets). If we cannot see a diagonal 
pattern, we assume that the assemblages are not strongly structured by that ecological 
gradient. In this chapter we will consider how to construct a graph that reveals such patterns, 
if they exist, in relation to a known gradient, such as rainfall. We call this the “generic graph” 
because it can be used to evaluate patterns revealed by almost all multivariate analyses. 

Figure 2.1 is a compound graph showing the distribution of individuals of six species 
along a gradient in rainfall. We must be careful when interpreting a graph such as Figure 2.1. 
We generally cannot investigate the entire ecological gradient because we usually only study 
a limited number of places (e.g. sample plots). The gradient in Figure 2.1 was sampled at the 
six points indicated by the dashed lines. If no individual of a species was recorded at the points 
indicated by the lines, it indicates that the number counted was zero. At other points on the 
graph, the absence of an individual simply indicates that we did not survey that point and 
absence does not indicate a zero count. Therefore, the pattern we see reflects not only the 
distribution of individuals, but also the way we sampled the gradient. 
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Figure 2.1 – A compound graph showing the distribution of six species along a rainfall gradient. 
Each point represents one individual of a given species. 

There is no strong pattern in the data as presented. However, we could print the graph, 
cut out the graphs of each species, and see if we can rearrange them so that the individuals 
form a diagonal from the bottom to the top (Figure 2.2). In this case, we can see a strong 
diagonal pattern, and we assume that there is pattern in the assemblages related to rainfall. 
The process was simple. However, there was an element of subjectivity, and another person 
might arrange the graphs in another order, especially if the pattern was not as strong as that 
shown in our example. 

 

Figure 2.2 – Same data presented in the Figure 2.1, after reordering the species. 
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When we rearranged the graphs, we were trying to put the species whose individuals 
tend occur at low values of rainfall at the top of the compound graph, and species whose 
individuals occur at high values of rainfall at the bottom of the graph. Another way to order 
the graphs would be to calculate the mean value of rainfall at which we found individuals of 
each species. Species with low mean values of rainfall are placed at the bottom of the graph, 
and species whose individuals, on average, occurred at high values of rainfall are placed toward 
the top of the graph. 

To do the calculations, we will examine a table of the values used to construct Figure 
2.1. The number of individuals of each species found at places (plots) with each value of rainfall 
is shown in Table 2.1. The last line in the table shows the mean value of rainfall for individuals 
of each species. This was calculated by adding the value of rainfall at which each individual of 
each species was found and dividing by the number of individuals of that species. For example, 
5 individuals of Sp1 were found at the site with 11 mm of rain, and 3 individuals were found at 
the site with 23 mm of rain. No individual of that species was found at locations with other 
values of rainfall. Therefore, the mean value of rainfall for individuals of Sp1 was 
(11+11+11+11+11+23+23+23)/8 = 15.5 mm. 

Table 2.1 – Number of individuals sampled and rainfall in 6 plots. The mean values of rainfall 
for individuals are given in the bottom line. 

Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 Rain (mm) 
5 0 0 0 3 0 11 
3 3 0 0 7 0 23 
0 6 0 0 2 2 31 
0 1 2 0 0 5 45 
0 0 7 3 0 3 56 
0 0 3 5 0 0 67 
 
15.5 30.0 56.9 62.9 21.3 45.5 Mean Rain 

 

The mean values of rainfall for individuals of other species were calculated in the same 
manner. The order of the species in terms of rainfall was sp1 (15.5 mm), Sp5 (21.3 mm), Sp2 
(30.0 mm), Sp6 (45.5 mm), Sp3 (56.9 mm) and Sp4 (62.9 mm). When the species are put in the 
table in that order, there is a strong diagonal, indicating that rainfall is associated with strong 
structure in these assemblages (Table 2.2). If we put the species into the compound graph 
(Figure 2.2) in the same order as in Table 2.2, the table and the graph tell the same story. The 
information used to order the species (species scores) comes from the rainfall gradient. We 
will use species scores frequently in the next chapter, so make sure that you understand how 
they are calculated from information in the rainfall gradient. They can be calculated similarly 
for any ecological gradient. 
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"Species" is categorical, and in itself does not imply any natural order. Although we 
called the species by numbers, we might as well have used their scientific names. Note that 
the species order from left to right in Table 2.2, or from top to bottom in Figure 2.3 (left), is 
not related to the numbers that are part of the species names; Sp5 comes before Sp2, and Sp6 
comes before Sp3. It does not matter if the table or graph is sorted using bottom up or top-
down precipitation values. The pattern of species occurrences and rainfall is maintained. Most 
codes that generate compound graphs follow the bottom-up order of a given gradient. 
Following this order, the species that occur more in places with less rain are placed at the 
bottom, and species more frequent in areas with greater rainfall are placed in the upper graphs 
Figure 2.3 (right). 

Table 2.2 – Same data as in table 2.1, but the order of species follows the mean values of 
rainfall for individuals from left to right (bottom line). 

Sp1 Sp5 Sp2 Sp6 Sp3 Sp4 Rain (mm) 

5 3 0 0 0 0 11 

3 7 3 0 0 0 23 

0 2 6 2 0 0 31 

0 0 1 5 2 0 45 

0 0 0 3 7 3 56 

0 0 0 0 3 5 67 

 

15.5 21.3 30.0 45.5 56.9 62.9 Mean Rain 

 

We provide R code to construct the generic graph from a table of species abundances 
(or presence-absence) in sites with different values of a variable representing an ecological 
gradient at the end of this chapter. Species scores for the generic graph represent the mean 
value of the variable at which individuals of the species were found. Species scores in some 
multivariate analyses are calculated from the gradient values slightly differently, but using the 
mean is almost always the best way to order the species for visual evaluation on a generic 
graph. 
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Figure 2.3 – Same data as in Figure 2.1, but the species order has been changed to follow that 
of mean rainfall. Both figures show the same general pattern. The left figure is from our manual 
ordination, with species whose individuals occur at low values of rainfall at the top, and species 
whose individuals occur at high values of rainfall at the bottom of the graph. The right figure 
shows the structure provided by most codes that generate compound graphs (bottom-up 
order of a given gradient). 

If the sampling points cover the gradient more or less regularly, the generic graph 
provides a precise picture of the assemblages. However, very often we do not have enough 
money to sample species along the entire gradient, or we just cannot sample the gradient 
regularly. In these cases, gradient gaps will collapse in generic graphs. The general pattern will 
be the same, but you may miss some details. Figure 2.4 show two generic graphs created from 
the same data. The species were sampled at fine grain at low altitude values, and sparser at 
higher altitude values. The figure shown on the left favors the comparison of species 
abundances, but the sampling gaps at high altitude values are collapsed (see the altitude 
numbers in the bottom). We can use a true Cartesian plot that preserves the gradient, but the 
species abundance comparison may be compromised (even representing the relative 
abundances by the differences in the size of the points). Even with these limitations, the 
generic graph is the simplest, and often the best, form of direct-gradient analysis. A direct-
gradient analysis relates species distribution to a gradient of interest. We will consider much 
less intuitive forms of direct-gradient analysis in following chapters. 
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Figure 2.4 – Two generic graphs of the same data. The left figure favors species relative 
abundance comparisons along the gradient but hides the gradient gaps. The right figure 
preserves the gradient but compromises the species relative-abundance comparisons. The 
bars in the left graph and the point sizes in the right graph represent relative abundances of 
each species.  

Ordering the species by the mean value of individuals along the known gradient was as 
effective as cutting and pasting the species graphs, or the columns representing the species in 
the table, to form a diagonal pattern. However, we did not save much, except some glue, by 
calculating the mean values of rainfall at which individuals of each species occurred. The real 
value of this line of reasoning is only apparent when we do not know what is structuring the 
assemblages, or even if the assemblages are structured. This we will consider in the next 
chapter. 

R CODE TO CONSTRUCT A GENERIC GRAPH 
Other researchers have made available R code to construct generic graphs (e.g. 

“Poncho” by Cristian Dambros, https://figshare.com/articles/poncho_R/753347) or if you 
understand the method you can do a generic graph by yourself using ggplot2 packages and its 
accessories. You can use these, or the code provided below. Note that each may have a 
different limit on the number of species that can be included. It is unlikely that a graph with 
more than about 50 species will be readable in a scientific publication, but you might construct 
a longer graph for preliminary analyses. 
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### Script for generic graph ################ 
### Created by Victor Lemes Landeiro ######## 
### Last update 18-07-2008 ################## 
 
### Copy and paste from here ################################################# 
generico  <-function(tabela,gradiente,at,grad,eixoY,eixoX){  
tabela    <-as.matrix(tabela) 
gradiente <-as.matrix(gradiente) 
media.pond<-colSums(tabela*gradiente[,1])/colSums(tabela)  
sub.orden <-tabela[order(gradiente[,1],decreasing=F),] 
sub.orde  <-sub.orden[,order(media.pond,decreasing=T)] 
 
dados.pa<-matrix(0,nrow(tabela),ncol(tabela)) 
dados.pa[tabela>=1]<-1 
 
ordenado<-sub.orde[,which(colSums(dados.pa)>0)] 
 
par(mfrow=c(ncol(ordenado)+1,1),mar=c(0,4,0.2,10),oma=c(3,1,1,6)) 
layout(matrix(1:(ncol(ordenado)+1)),heights=c(3,rep(1,ncol(ordenado)))) 
 
plot(sort(gradiente[,1]),axes=F,ylab="",mfg=c(21,1),lwd=10,las=2,lend="butt", 
frame.plot=F,xaxt="n",type="h",col="black",ylim=c(0,max(gradiente))) 
axis(side=2,at=c(0,max(gradiente)),las=2) 
mtext(grad,4,outer=T,font=2,line=-9,padj=-10,las=2) 
 
for(i in 1:ncol(ordenado)){ 
barplot(ordenado[,i],bty="l",axisnames=F,axes=F,col="black") 
#axis(side=2,at=max(ordenado[,i]),las=2) 
mtext(colnames(ordenado)[i],3,line=-1.0,adj=0,at=at,cex=.8,font=3) 
} 
mtext(eixoY,1,outer=T,font=2,line=1.2) 
mtext(eixoX,2,font=2,outer=T,line=-1) 
} 
### Until here ############################################################### 
 
### Arguments ####### 
# generico<-function(tabela, gradiente, at, grad, eixoY, eixoX) 
 
# tabela   ### dataframe with species occurrence 
# gradiente   ### gradient 
# at          ### change the position of the species label in the plot, start 

with 1 and increase until the names are in the desired position 
# grad        ### legend showing the name of the gradient. It must come 

in quotes. 
# eixoY e eixoX  ### captions of x and y axes. It must come in quotes. 
 
## How to use ## 
# generico(tabela = sp_matrix[,1:10], gradiente = sp_matrix[,11], at=50,grad = 
"Elevation (m)",eixoX = "Plots ordered by elevation gradient", eixoY = "Relative 
abundance of species") 
# In the example above, sp_matrix dataframe with species occurrence; 
# sp_matrix[,11] is the gradient vector, in this case, elevation; the other 
# arguments are for naming the axes of the graph. We provided the table at the 
# end of the chapter. 
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### Script for generic graph with continuous x-axis ######################## 
### Adapted from the above script by Fabricio Baccaro ###################### 
### Last update 19-06-2020 ################################################# 
### This script needs to load package vegan first ########################## 
 
library(vegan) 
 
### Copy and paste from here ################################################# 
genericon <-function(tabela,gradiente,sp,grad,eixoY,eixoX,cex.pt){  
tabela    <-as.matrix(tabela) 
gradiente <-as.matrix(gradiente) 
media.pond<-colSums(tabela*gradiente[,1])/colSums(tabela) 
sub.orden <-tabela[order(gradiente[,1],decreasing=F),] 
sub.orde  <-sub.orden[,order(media.pond,decreasing=T)] 
 
dados.pa<-matrix(0,nrow(tabela),ncol(tabela)) 
dados.pa[tabela>=1]<-1 
 
ordenado<-sub.orde[,which(colSums(dados.pa)>0)] 
 
par(mfrow=c(ncol(ordenado),1), mar=c(0,4,0.2,10), oma=c(4,1,1,5)) 
 
for(i in 1:ncol(ordenado)){ 
plot(x=gradiente, y=decostand(ordenado[,i],"pa"),bty="l",axes=F,col=ordenado[,i]>0, 
pch=16, cex=decostand(ordenado[,i],"total",MARGIN=2)*cex.pt, ylim=c(0,2), ylab="") 
axis(side=1, lwd.ticks=0, labels=F) 
mtext(colnames(ordenado)[i],4,line=sp,cex=1,font=3,las=2) 
} 
axis(side=1,las=1) 
mtext(eixoY,2,font=2,outer=T,cex=1.2,line=-2) 
mtext(eixoX,1,font=2,outer=T,cex=1.2,line=3) 
par(mar=c(1.7,3.5,1,5), oma=c(1,0,0,5), mfrow=c(1,1), ann=F) 
box(bty="l") 
} 
### Until here ############################################################### 
 
### Arguments ####### 
# generico<-function(tabela, gradiente, at, grad, eixoY, eixoX) 
 
# tabela   ### dataframe with species occurrence 
# gradiente   ### gradient 
# at          ### change the position of the species label in the plot, start 

with 1 and increase until the names are in the desired position 
# grad        ### legend showing the name of the gradient. It must come in 

quotes. 
# eixoY e eixoX  ### captions of x and y axes. It must come in quotes. 
# cex.pt  ### controls the point size. 
 
## How to use ## 
# genericon(tabela = sp_matrix[,1:10], gradiente = sp_matrix[,11], at=50, grad = 
"Clay %",eixoX = "Ordination of plots by clay %", eixoY = "Relative species 
abundance") 
 
# In the example above, sp_matrix dataframe with species occurrence; 
# sp_matrix[,11] is the gradient vector, in this case, elevation; the other 
# arguments are for naming the axes of the graph. We provided the table at the 
# end of the chapter. 
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# To create the figure 2.4, you need to load the table below and save it as an 
# object in R. There are several ways to do this. The most simple is to copy 
# and paste the table below in a text editor and save it as .txt file on your 
# computer (for example, “table.txt”) in the same folder where R is running. 
# Then execute the following code in R: 
 
sp_matrix <- read.table(“table.txt”, header=TRUE, row.names=1) 
 
Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 Sp7 Sp8 Sp9 Sp10 elevation 
plot_1 3 0 0 0 0 0 0 0 0 0 80 
plot_2 4 2 0 0 0 0 0 0 0 0 90 
plot_3 2 1 2 0 0 0 0 0 0 0 100 
plot_4 1 3 0 0 0 0 0 0 0 0 110 
plot_5 1 6 2 1 0 0 0 0 0 0 120 
plot_6 0 3 4 0 0 0 0 0 0 0 130 
plot_7 1 0 4 3 0 0 0 0 0 0 140 
plot_8 0 0 2 4 2 0 0 0 0 0 150 
plot_9 0 0 1 6 0 0 0 0 0 0 400 
plot_10 0 0 0 5 1 0 0 0 0 0 500 
plot_11 0 0 0 0 5 1 0 0 0 0 600 
plot_12 0 0 0 0 3 0 0 0 0 0 700 
plot_13 0 0 0 0 1 1 0 0 0 0 800 
plot_14 0 0 0 0 2 3 0 0 0 0 900 
plot_15 0 0 0 0 0 4 1 0 0 0 1000 
plot_16 0 0 0 0 0 2 1 0 0 0 1100 
plot_17 0 0 0 0 0 0 3 2 0 0 1150 
plot_18 0 0 0 0 0 0 4 0 0 0 1200 
plot_19 0 0 0 0 0 0 2 2 1 0 1250 
plot_20 0 0 0 0 0 0 0 3 0 0 1300 
plot_21 0 0 0 0 0 0 0 1 2 1 1350 
plot_22 0 0 0 0 0 0 0 0 5 0 2000 
plot_23 0 0 0 0 0 0 0 1 4 2 3000 
plot_24 0 0 0 0 0 0 0 0 0 2 3500 
plot_25 0 0 0 0 0 0 0 0 2 5 4000 
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CHAPTER 3 - GRAPHS OF UNKNOWN GRADIENTS 
BY SIMPLE MATH 
 

INDIRECT GRADIENT ANALYSIS 
 Researchers sometimes collect data on assemblages in plots or other sample units, but 
are unsure of what, if anything other than chance, makes them different from the overall 
community (species pool) from which they were sampled. More often, they suspect that some 
known gradient is structuring the assemblages, but they want to represent the assemblages 
consisting of many species as a single surrogate variable that represents the structure in the 
assemblages. In later chapters, we will consider representing the assemblages by more than 
one surrogate variable but, even then, the objective will be to have many fewer surrogates 
than the number of species encountered. 

 

Figure 3.1 – Number of individuals of six different species sampled in six sampling units. Each 
point represents one individual of a given species. 

INDIRECT-GRADIENT ANALYSIS USING SPECIES MEANS 

Figure 3.1 shows a graph of the same data as in Figure 2.2, but there is no apparent 
order to the species, and the locations of the sample units are represented by the names of 
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the sample plots (A, B, C .....), without any indication of external gradients that might be 
structuring the assemblages. The data used to construct this Figure are shown in Table 3.1. In 
the literature, this is called an r x c table (Gaston & He 2011). 

Table 3.1 – Same data as was used to create Figure 3.1, where the number of individuals is 
given for each species (columns) in each site (rows). 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 

A 3 3 0 0 7 0 

B 0 1 2 0 0 5 

C 5 0 0 0 3 0 

D 0 6 0 0 2 2 

E 0 0 3 5 0 0 

F 0 0 7 3 0 3 

 

 The method was developed by Richardson & Kuder (1933) and given the name 
Reciprocal Averaging by Horst (1935). Hirschfeld (1935) and Ronald Fisher (1940) and others 
independently suggested ways to make linear gradients to represent counts. Hirschfeld´s 
method was very mathematical, and forms the basis of most of the methods used today, but 
we will leave discussion of these methods till later chapters. The method of iteration developed 
by Richardson & Kuder (1933) was made popular by Hill (1973) and his computer program 
DECORANA. Although the method has received many other names, we will call it Reciprocal 
Averaging (RA). RA is very similar to the method of ordering species along a known gradient 
that we used in the last chapter, so we will start with it. Our objective is to order the species 
and the plots simultaneously, without reference to an external gradient. To do this, we need 
to generate an arbitrary continuous scale for the plots. Remember that the plots are 
represented only by letters, a categorical scale that has no inherent order. Our arbitrary scale 
has no biological meaning, but it is the starting point for RA.  

 The first step is to calculate species scores by determining the average value of our 
arbitrary scale for individuals of each species. In Table 3.2 we have included an extra column 
with the values of our arbitrary gradient (Arb), which just consisted of giving the plots values 
of 1 to 6 based on their order in the table. We could have given them all the same value (e.g. 
1) or any other numbers. We then calculate the mean value for each species as we did for the 
rainfall gradient. Sp1 has 3 individuals that were found in the plot for which we attributed an 
arbitrary value of 1, and 5 individuals in the plot for which we attributed an arbitrary value of 
3. Therefore, the mean value of our arbitrary scale for individuals of that species is 
(1+1+1+3+3+3+3+3)/8 = 2.25. Sp5 had 7 individuals in the plot we gave a value of 1, 3 in the 
plot with a value of 3, and 2 in the plot with value 4. Therefore its score was 
(1+1+1+1+1+1+1+3+3+3+4+4)/12 = 2. 
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Table 3.2 – Same data presented in table 3.1, but with an arbitrary gradient given in column 
Arb. The other columns represent the mean of species scores and mean of plot scores based 
on the arbitrary gradient. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6  Arb RA1 RA2 RA3 

A 3 3 0 0 7 0 1 2.27 2.41 2.52 

B 0 1 2 0 0 5 2 3.88 4.01 4.01 

C 5 0 0 0 3 0 3 2.16 2.25 2.36 

D 0 6 0 0 2 2 4 2.86 2.93 3.02 

E 0 0 3 5 0 0 5 5.27 4.97 4.77 

F 0 0 7 3 0 3 6 4.81 4.66 4.53 

   

SS1 2.25 2.90 5.08 5.38 2.00 3.60   

SS2 2.20 2.78 4.77 5.09 2.34 3.96 

SS3 2.31 2.88 4.62 4.85 2.46 3.99 

 

 We then use the calculated values of the species scores (in the row SS1 of Table 3.2) to 
calculate the mean value of these scores for individuals in each plot. For example, 3 individuals 
(individuals of Sp1) in plot A had species scores of 2.25, three individuals (individuals of species 
2) had species scores of 2.9, and 7 (Sp5) had scores of 2.0. Therefore the mean species scores 
of individuals in plot A is (3 x 2.25 + 3 x 2.9 + 7 x 2.0)/13 = 2.27. This results in new plot scores 
that were derived from the species scores. These scores are presented in the column RA1 (first 
estimate of the Reciprocal Averaging Axis scores). The process is then repeated, deriving new 
species scores (SS2), but now based on values presented in column RA1, as for example for Sp1 
(3 x 2.27 + 5 x 2.16) / 8 = 2.20. The new species scores are used to derive another estimate of 
the plot scores (RA2). We stopped the process after three iterations because there was not 
much difference between RA2 and RA3, but you can continue the process until further 
iterations do not change the estimates. 
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Table 3.3 – Same data as presented in table 3.1. The rows (plots) were ordered by the RA3 
values and the columns (species) were ordered by the SS3 values. 

Plot Sp1 Sp5 Sp2 Sp6 Sp3 Sp4  RA3 

C 5 3 0 0 0 0  2.36 

A 3 7 3 0 0 0  2.50 

D 0 2 6 2 0 0  3.02 

B 0 0 1 5 2 0  4.00 

F 0 0 0 3 7 3  4.53 

E 0 0 0 0 3 5  4.78 

   

SS3 2.31 2.46 2.88 3.99 4.63 4.85   

 

If we use the RA scores for the plots to represent a hypothetical gradient in community 
structure, and order the species by the species scores, we obtain a table (Table 3.3) similar to 
Table 2.2 that can be used to construct a compound graph (Figure 3.2) similar to Figure 2.2. 
We could have constructed Figure 3.2 by cutting out the columns representing each species in 
table 3.1, rearranging them to best obtain a diagonal pattern, paste them in that position, cut 
out the rows representing individual plots, rearrange them to better the diagonal pattern, and 
paste them in that position. If we continue this process we will eventually obtain a pattern 
similar to that in Table 3.3. However, it is much more complicated than using reciprocal 
averaging. 
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Figure 3.2 – Compound graph based on values presented in table 3.3. Each point represents 
one individual of a given species. 

The plot scores along the reciprocal averaging axis did not use any of the information 
on the external gradient (rainfall) that we know is associated with structure in these 
assemblages. However, the reciprocal averaging (RA) axis we derived is highly correlated with 
rainfall (Figure 3.3). It might seem like witchcraft that we can start with arbitrary values of the 
RA axis, and identify real patterns in the data. Undoubtedly, it would take a genius to recognize 
that the method will work. However, with hindsight, the process is logical. Each time we repeat 
the process, we calculate new values of the species and plot scores based on the values in the 
body of the table. The species scores and the plot scores are free to vary in each iteration, but 
the values in the body of the table are fixed. The arbitrary scores we give define the initial 
pattern but, after a few iterations, the signal given by the structure in the body of the table 
dominates the values of the species and plot scores.  
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Figure 3.3 – Reciprocal averaging score (first RA axis) derived in 3 iterations (RA3) plotted 
against rainfall. 

Hill (1973) has shown how to use Reciprocal Averaging (RA) to look for more than one 
gradient in species structure, but you will generally use a program if you want to solve by 
iteration in more than one dimension because it is extremely complicated (Clint & Jennings 
1970). Reciprocal Averaging or an equivalent analysis using matrix-algebra is the basis of the 
most commonly used methods of studying structure in ecological communities. However, we 
will leave consideration of multiple axes until after we have considered other methods. 

The process we used was conceptually simple. We created a single dimension (RA axis) 
to represent structure in the pattern of distribution of individuals within species among sites, 
and used the mean value per species to order the species in the compound graph. Using the 
mean value of individuals of each species to calculate the RA axis makes sense if the distribution 
of each species along the gradient is symmetrical, and if the spread of values along the axis is 
similar for each species. Hutchinson (1959) used similar logic to present his size-ratio theory. 
He used a single axis (size) to represent the diet of the species, and considered that each 
species could be represented as a point along that axis. The model is simple. Hutchinsonian 
ratios might make sense for birds and mammals, because a single mean size for each species 
is a realistic model. Most juvenile birds and mammals are trophically dependent on their 
parents, and only start to forage independently when they are close to the mean maximum 
size of the species. However, for other taxa, such as worms, fish, or plants, using a mean size 
for the species does not make much sense. In these taxa, the distribution of sizes of foraging 
individuals is strongly skewed, with enormous numbers of juveniles, and relatively few adults. 
Just as with size, diets of the species cannot be represented by some mean value. Juveniles 
often act as though they were ecologically different species from adults of the same nominal 
taxon. Distributions of species are also usually asymmetric, and different species have very 
different forms of distribution along ecological gradients. McCunne & Grace (2002) and 
Legendre & Legendre (1998) give other assumptions necessary for the sensible use of RA. 
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When this is not the case, some other method, that does not just model the objects as mean 
points will be more effective. We will consider only one other distribution pattern in this 
chapter. 

INDIRECT-GRADIENT ANALYSIS USING SPECIES SUMS 

Instead of using the mean value of the ecological gradient for each individual, we will 
use the sum of the values for individuals of each species. The process is similar to that which 
we used for Reciprocal Averaging, and we will call the method Reciprocal Summing (RS). Clint 
and Jennings (1970) developed iterative summation methods for more than one dimension, 
and ter Braak (1987) developed Hill´s Two-Way Weighted Summation (TWWS), described in 
detail in Legendre & Legendre (1998:419). RS is similar to TWWS, but stopping before getting 
into the more complicated mathematical procedures. 

The first step is to calculate species scores by determining the sum of values of our 
arbitrary scale for individuals of each species. In Table 3.4 we have included a column with the 
values of our arbitrary gradient (Arb), which just consisted of giving the plots values of 1 to 6 
based on their order in the table. We calculate the sum of values for each species. Sp1 has 3 
individuals that were found in the plot for which we attributed an arbitrary value of 1, and 5 
individuals in the plot for which we attributed an arbitrary value of 3. Therefore, the sum of 
values on our arbitrary scale for individuals of that species is 1+1+1+3+3+3+3+3 = 18. Sp5 had 
7 individuals in the plot for which we gave a value of 1, 3 in the plot with a value of 3, and 2 in 
the plot with value 4. Therefore its score was 1+1+1+1+1+1+1+3+3+3+4+4 = 24. Unlike RA, the 
values for our gradient become very large in relation to the original data. Therefore, we will 
standardize them. That is we will subtract the mean value, and divide by the standard 
deviation. This step is not really necessary. We only do it to avoid having to deal with very large 
numbers. The final result will be linearly related to the result that we would have obtained if 
we had not standardized. In Table 3.1, we show the sum for only the first line of the species 
scores (SUM1). The second line (SS1) represents the same information, but we have 
standardized the scores. There is a perfect linear relationship between SUM1 and SS1 (Pearson 
Correlation =1), which you can see by graphing one against the other if you want to check. 
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Table 3.4 - Same data presented in table 3.1, but with an arbitrary gradient given in column 
Arb. The other columns represent the sum of species scores and the sum of plots scores based 
on the arbitrary gradient. We show the sum for only the first line of the species scores (SUM1). 
We standardized the values after each iteration to avoid large numbers. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6  Arb SUM1 RS1 RS2 RS3 

A 3 3 0 0 7 0 1 -9.62 -1.12 -1.27 -1.28 

B 0 1 2 0 0 5 2 3.22 0.30 0.44 0.46 

C 5 0 0 0 3 0 3 -7.75 -0.91 -0.77 -0.75 

D 0 6 0 0 2 2 4 -3.74 -0.47 -0.51 -0.52 

E 0 0 3 5 0 0 5 7.57 0.78 0.80 0.79 

F 0 0 7 3 0 3 6 13.43 1.42 1.31 1.30 

  

SUM 18 29 61 43 24 36  

SS1 -1.11 -0.40 1.68 0.51 -0.73 0.05 

SS2 -0.81 -0.61 1.29 0.82 -1.18 0.48 

SS3 -0.76 -0.64 1.27 0.81 -1.22 0.53 

 

We then use the calculated values of the species scores (in the row SS1 of Table 4.1) to 
calculate the sum of values of these scores for individuals in each plot. For example, 3 
individuals (individuals of Sp1) in plot A had species scores of -1.11 (18 before standardization), 
three individuals (individuals of species 2) had species scores of -0.4 (29 before 
standardization), and 7 (Sp5) had scores of -0.73 (24 before standardization). Therefore the 
sum of species scores of individuals in plot A is 3 x -1.11 + 3 x -0.4 + 7 x -0.73 = -9.62. This results 
in new plot scores that were derived from the species scores. These scores are presented in 
the column SUM1. The standardized form of these scores (RS1) is our first estimate of the 
Reciprocal Summing axis scores. The process is then repeated, deriving new species scores 
(SS2). The new species scores are used to derive another estimate of the plot scores (RS2). We 
stopped the process after three iterations because there was not much difference between 
RS2 and RS3, but you can continue the process until further iterations do not change the 
estimates. 

The RS and RA axes are similar, differing most at the ends of the gradients (Fig 3.4). 
They will generally give similar results unless there are large differences in the total numbers 
of individuals per plot. Both can be calculated by other methods, which we will discuss in  the 
following chapter. 
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Figure 3.4 - Plot of the first axis of ordinations by Reciprocal Averaging (RA) and Reciprocal 
Summing (RS). We used the results of the third iteration for both methods. 
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CHAPTER 4 - OTHER APPROACHES TO INDIRECT-
GRADIENT ANALYSIS 
 

ON LINES AND PLANES OF CLOSEST FIT TO SYSTEMS OF POINTS IN SPACE 
Karl Pearson (1901) derived Principal Components Analysis (PCA) some 30 years before 

Richardson & Kuder (1933) derived the precursor to Reciprocal Averaging. It is usually not 
appropriate for analyzing the distribution of individuals, but it is the basis for many useful 
techniques. Principal Components Analysis (PCA) plots the position of objects, such as plots, in 
relation to their attributes (such as soil chemical characteristics). It only works well when there 
are linear relationships among the attributes, which is why it is usually not appropriate for 
species-occurrence data. Nevertheless, we will apply it to the data in Table 4.1. The structure 
of table 4.1 is similar to that of 2.1, but we have increased the number of plots in which each 
species was recorded so that there are few plots with zero occurrences. 

Table 4.1 - Number of individuals sampled and rainfall in 6 plots. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 Rain (mm) PCA1 

A 5 6 1 6 2 2 31 -3.77 

B 6 11 1 1 3 2 11 -8.83 

C 3 2 3 9 6 6 45 2.32 

D 4 9 2 3 7 1 23 -7.61 

E 1 2 4 15 1 18 67 15.00 

F 2 1 8 9 2 4 56 2.89 

Variance 3.5 17.4 7.0 25.0 5.9 40.7   

 

 It is easier to understand principal components if you start with few attributes (in this 
case species) for each object (plot). Figure 4.1 shows the position of the plots when we plot 
the number of individuals of Sp1 against the number of individuals of Sp4 for each plot. The 
plots are not scattered randomly about the figure; they form a diagonal band. This shows that 
the distributions of Sp1 and Sp4 are not independent. When Sp1 increases, Sp4 tends to 
decrease. This covariation indicates that there is redundancy in the information in Figure 4.1. 
The information on Sp1 tells us something about Sp4, and vice versa. 
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Figure 4.1 – Number of individuals of Sp1 plotted against the number of individuals of Sp4 
sampled in each plot. 

Instead of considering both species (both axes of the graph), we could construct a 
straight line that goes through the main axis of the cloud of points (Figure 4.2). This line 
describes the differences among the plots almost as well as the two-dimensional graph. If we 
attribute an arbitrary scale to this line, we create a dimension that represents the structure in 
the assemblages analogous to the RA axis we used in the previous chapter. The line should not 
be positioned by least-squares (L-S) regression (the default in most computer programs) 
because we have no reason to believe that the density of Sp1 depends on the density of Sp4 
any more than the density of Sp4 depends on the density of Sp1. The correct method is major-
axis (M-A) regression. Magnusson & Mourão (2004) and Magnusson et al. (2015) describe the 
differences between these types of regression. Basically, M-A regression places the line to 
minimize the distance of the points from it in any direction. L-S regression only minimizes the 
vertical distances to the line. 

0 1 2 3 4 5 6 7

0

5

10

15

Number of individuals of Sp1

N
um

be
r o

f i
nd

iv
id

ua
ls

 o
f S

p4
A

B

C

D

E

F



 
 

42 

 

Figure 4.2 - Number of individuals of Sp1 against the number of individuals of Sp4 sampled in 
each plot. The line represents the major axis of the plot in relation to the abundance of the 
two species. 

When we derived the RA axis in the previous chapter, we used information from all of 
the species. This can also be done with PCA. Figure 4.3 shows the objects (plots) on a 3-
dimensional graph, in which the axes show the number of individuals of Sp1, Sp2, and Sp4 in 
each plot. It is easy to see that a single axis can be constructed to capture the major axis of the 
cloud of points representing the plots (straight line among the points in Figure 5.3). 
Visualization of the major axis in more than three dimensions is difficult, to say the least. 
Imagine a graph with six axes, one for each species! However, the values of the component 
scores obtained when the objects are projected onto the major axis can be obtained 
mathematically in the same manner as for two or three dimensions. You do not have to 
physically move the axes around to find the major axis; most of the major statistical packages 
have programs that use algebra to do that for you. The important point to understand is that 
the Principal Component represents the similarity in the assemblages as revealed by the linear 
relationships among the attributes (in this case, number of individuals of each species). 
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Figure 4.3 – The same data present as on Figure 4.2, but with one more species added (Sp2). 
The line represents the major axis of the plots in the space defined by the abundances of the 
three species. 

 The position of the major axis depends on the scales of measurement of the attributes 
(in our case, species were represented by counts). If you use the raw data, species or other 
attributes with greater ranges of values will have greater weight in determining the position of 
the axis. In terms of matrix algebra, this is equivalent to using the variance-covariance matrix 
to position the major axis. For this reason, researchers often standardize and center the 
attributes so that they all have a mean of zero and a standard deviation of one. In matrix 
algebra, this is equivalent to using the correlation matrix to position the major axis. We will 
discuss the effects of transforming variables in more detail in Chapter 6. Because the Principal 
Component (PC) axis is derived directly from the attribute values, it is easy to calculate how 
well it represents each species. It is a question of linear regression (See Magnusson & Mourão 
2004 or Magnusson et al. 2015 for Portuguese version, for an explanation of how this works). 
We want to have an estimate of what proportion of the variance in each of the original 
variables can be predicted from the information in the PCA axis, and that is given by the 
coefficient of determination (r2). The regression of Species 1 on the PCA axis gave the following 
result: Species 1 = 3.5 - 0.19 * Principal Component, r2 = 0.82, r = -0.90. The variance in Species 
1 reflected in the PC axis, is just the total variance in Species 1 (3.5 - see Table 3.1) multiplied 
by the r2=0.82, which equals 2.87.  

Both the r2 and the variance report variability in squared deviations. That is, they 
operate in squared Euclidean space. However, it is easier to represent the variability in the 
same units as the original measurements (numbers of individuals in our example). We can use 
the square root of the variance (standard deviation) and the correlation coefficient (r [r2 is just 
r*r]). The correlation coefficient multiplied by the standard deviation of the variable is called 
the "loading" of the variable on the PC axis. In this case, √3.5*-0.9 = -1.68. The loading is 
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negative because Species 1 has a negative correlation with the PC axis. If we had standardized 
the attributes (species) before the analysis (or used the correlation option for the PCA), as is 
common practice, the variance and standard deviation of Species 1 would have both been 
equal to 1. In that case, the loading would be equal to the correlation coefficient. The loadings 
define the positions of eigenvectors, and PCA-type analyses are often called eigen-vector 
analyses. 

The loadings can be used to evaluate how much the distribution of each attribute, in 
this case the abundance of each species, is related to the principal component. However, it is 
usually much more informative to use the Principal Component scores to position the objects 
(plots) along the x-axis of our compound graph. The order of the species is determined by the 
sum of the values of the PCA axis for individuals of each species (Figure 4.4). 

 

Figure 4.4. In this graph, the number of individuals per plot is represented by bars. The lines 
running along each graph represent the linear model for each species used to create the 
principal component. 

 Species with more negative relationships to the Principal Component are placed higher 
in the figure, and species with more positive relationships to the principal component are 
placed lower in the figure. Species with little relationship to the Principal Component are in the 
center. As with RA, there is a diagonal pattern in the graph that represents the structure in the 
assemblages. The more distinct the diagonal pattern, the more the assemblages are 
structured.  

We can also ask whether the Principal Component, which represents the major 
structure in the species distributions, is related to an external variable that was not used to 
construct the principal component. The correlation between the PCA axis and rainfall is 0.95 
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despite the fact that the PCA was based only on the species occurrences, and had no direct 
information on rainfall. 

If we use PCA to obtain principal components scores for the data in table 4.1, we find 
that they are perfectly linearly related to the RS scores we calculated by hand (Figure 4.5). 
Therefore, PCA is just an automated method of doing RS.  

DIFFERENCES BETWEEN RA AND RS (RECIPROCAL AVERAGING AND PCA) 

There are important differences between Reciprocal Averaging and Principal 
Components Analysis (Reciprocal Summing). Both create imaginary axes that are based on the 
similarity of assemblages in different plots. However, the positions of the objects (plots in our 
example) was determined by the mean value for individuals within plots in Reciprocal 
Averaging. In Principal Components Analysis, the position of the plot was determined by the 
sum of the values for individuals within that plot. For instance, consider two plots which have 
different numbers of individuals, but the same proportions of each species. If plot A had 3 
individuals of Sp1, 4 individuals of Sp2 and 5 individuals of Sp3, Reciprocal Averaging would 
give that plot an identical score to plot B with 6 individuals of Sp1, 8 individuals of Sp2 and 10 
individuals of Sp3, because the mean site scores for individuals in each plot would be identical. 
In contrast, Principal Components Analysis would separate the plots because the number of 
individuals varies for each attribute (species). Species with individuals clustered near the center 
of the plot gradient carry a lot of information in RA because their means define their position 
precisely. With the linear model of PCA, they are as uninformative as species that occur 
uniformly throughout the gradient because they have little linear correlation with the gradient.  

It might seem that you could divide the number of individuals of each species in the 
plot by the total number of individuals in the plot before PCA, which effectively gives the same 
total number (1) for each plot, and obtain the same result as in RA. Unfortunately, if you do 
that, the mathematics of PCA create artifacts that result in meaningless components (Jackson 
1997). 
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Figure 4.5 – The principal components scores for the data in table 4.1 plotted against the RS 
scores calculated by 7 iterations. 
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CHAPTER 5 - MORE THAN ONE DIMENSION 
 

In the last chapter, we saw that we can produce axes that better fit a cloud of points in 
multivariate space. When we were looking at just two species, we could use principal 
components to produce two axes that were better aligned with the points than the original 
axes. 

 

Figure 5.1 - Number of individuals of Sp1 against the number of individuals of Sp4 sampled in 
each plot. The line represents the major axis of the plot in relation to the abundance of the 
two species. 

The lines represent the first and second principal components, and they can be rotated 
so that the first component is horizontal, as in Fig.5.1, without causing any distortion. The 
points are still in the same relative positions in relation to the principal-component axes as 
they were in the previous figure. 
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Figure 5.2 - Previous Figure rotated to make PC1 horizontal. The original axes (numbers of 
species 1 and 2) are shown as dotted lines.  

We can do the same thing with Figure 4.3, making the axis representing the first 
principal component horizontal and that representing the second vertical. In this orientation, 
we cannot see the third axis, which is running straight into the page because we can´t represent 
more than three axes visually, but we can calculate their positions mathematically. In up to 
three dimensions, we can see that we are just changing the point from which we are looking 
at the cloud of points. The first axis captures the maximum variation shown by the cloud of 
points and the second captures the maximum amount of variation that can be captured by a 
straight line perpendicular to the first. The third axis captures the maximum variation that can 
be represented by a straight line that is perpendicular to the other two. 

With more than three dimensions, it doesn´t make sense to say that the lines are 
perpendicular because you cannot imagine more than three lines that are perpendicular to 
each other. However, mathematically, perpendicular lines have the property that values along 
one have zero correlation with values along the other. That is, if I move along one axis, my 
coordinates on the others do not change. Therefore, you can have axes that are conceptually 
perpendicular (called orthogonal) to one another in any number of dimensions as long as there 
is no correlation between the values on one axis and the values on the others. Therefore, 
principal components analyses can produce as many orthogonal axes as there are attributes in 
the original data set. 

We could produce more than one axis by using RA or RS. It is just a matter of calculating 
the values for the first axis, then doing a regression of those on each of the original attributes 
and taking the residuals. We can construct another table with the residuals, which by definition 
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have zero correlation with the first axis. We then repeat the RA or RS procedure to obtain a 
second orthogonal axis and use it to obtain residuals for a third axis. The procedure can be 
repeated for many axes, but we would have no guarantee that the derived axes were all 
orthogonal to each other unless we use a complex procedure, such as that suggested by Clint 
& Jennings (1970). We will see in future chapters that principal components based on 
eigenanalysis, or modifications of it, can be used to obtain the same results much more 
efficiently.  

There is an extensive discussion in the literature about how many PCA dimensions 
should be investigated (e.g. Jackson 1993), but this has not been reflected in ecological 
publications. Rarely is it profitable to discuss more than one or two axes. If each axis explains 
a similar amount of variation in the original data (statisticians call this configuration spherical), 
the attributes have little covariation and you would be better off studying them individually. 
Some of the more complicated direct-gradient ordinations consider patterns in axes that 
explain only a minor portion of the total variation, but we will leave discussion of these to later 
chapters. 

SYMMETRY OF ATTRIBUTES AND OBJECTS 
Researchers who use Principal Components Analysis often present their results as a 

biplot, which has the objects (in our case, plots) projected onto a space defined by the 
components, which are derived from the attributes (variables). There are as many components 
as there are attributes. In fact, you need at most n-1 dimensions to represent n objects, but 
most researchers only show the first two components, which presumably summarize the major 
patterns. To illustrate what those components mean in terms of the original variables 
(attributes), they use the loadings on the first two components to position arrows that 
represent the original variables. The arrow starts at the origin of the component axes and runs 
to a point defined by the value of the loading of the variable on each component. The longer 
the arrow, and the closer it lies to the component, the greater the contribution of that attribute 
to that component. We will show below that it is very difficult to interpret these symbols 
biologically. 

There are a lot of misconceptions about the meaning of symmetry and the use of 
loadings as coordinates. To some degree, component scores and loadings are interchangeable. 
For instance, if we undertake a conventional ecological analysis and plot objects (e.g. sampling 
plots) in the space represented by variables (e.g. species densities), the component scores are 
the coordinates for our graph. If we were to now carry out a similar PCA analysis using the 
variables as objects (that is we transpose the table), we could use the loadings of the new 
variables (objects) as coordinates. The loadings for the plots on each axis in the second analysis 
will have a correlation of 1 with the component scores in the first PCA analysis. We can see this 
in R with the following script: 
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# the following script uses the table below. As explained earlier, the 
# simplest way to load this data into R, is to copy and paste the table into a 
# text editor and save it as “molusco.txt” file in the same folder where R 
# is running. Then load the table using read.table() function. 
 
 sp1 sp2 sp3 sp4 sp5 sp6 rainfall elevation 
P1 10 9 15 2 1 0 1800 100 
P2 0 0 0 0 13 12 1500 40 
P3 7 4 0 0 0 0 1755 120 
P4 0 1 0 3 14 20 1580 80 
P5 0 0 0 10 8 6 1590 140 
P6 0 0 2 5 4 0 1640 60 
P7 0 4 11 0 0 0 1723 140 
P8 0 0 7 3 0 0 1690 40 
P9 0 0 0 9 5 0 1605 60 
P10 0 0 1 15 10 8 1530 100 

 
molusco <- read.table("molusco.txt", header=T) 
 
# select only the species, and transpose the dataframe: 
molu   <- molusco[,1:6]; molu 
t.molu <- t(molu); t.molu 

 

Here we calculate the PCA scores using the dataframe molu.  

PCA <- prcomp(molu, scale.=FALSE, center=FALSE); PCA 
PCA.scores <- PCA$x; PCA.scores 

 

Here we calculate the PCA loadings using the transpose of the dataframe molu (t.molu). 

PCA.t <- prcomp(t.molu, scale.=FALSE, center=FALSE); PCA.t 
PCA.t.loadings <- PCA.t$rotation; PCA.t.loadings 

 

Then we plot the scores of the original table against the loadings of the transposed table, which 
result in Figure 5.3. 

plot(PCA.scores[,1],PCA.t.loadings[,1]) 
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Figure 5.3 – PCA scores from original molusco matrix against PCA loadings of the transposed 
molusco matrix. 

Using the loadings to plot variables on the same graph as the objects (biplot) is a 
different matter, but few people understand such graphs. The loadings show the correlation 
between the derived axes and the original variables and can be used to estimate the amount 
of variance in an original variable that is captured by a PCA axis (Chapter 4). There is nothing 
wrong with these uses, but putting variables and objects on the same graph, that has 
dimensions defined by the variables is counterintuitive, as can be shown by a physical analogy. 

Imagine the distributions of individual persons in a room with a door in one corner 
(Figure 5.4). The relative positions of individuals can be defined using the walls of the room as 
coordinates. For instance, the position of individual A can be described as 3 m along wall #1 
(W1) from the door and 2 m from that wall perpendicular to wall #1 (W2). The positions of 
other individuals can be defined similarly. We need to use 2 dimensions to describe the relative 
positions of the individuals, but as they are strung out along a corridor, we could use a line (L1) 
along that corridor to describe most of the distances among them, and a line (L2) perpendicular 
to L1 to describe the remaining distances (Figure 5.5). You can see that our system is analogous 
to Figure 5.1; the walls can be considered original variables and the lines are principle 
components. 
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Figure 5.4 – Schematic example of 6 persons in one room. Because everyone is in the same 
plane (standing on the floor), you need only two dimensions (walls) to describe the position of 
them in the room. 

Now, let´s rotate the figure so that L1 is horizontal and L2 vertical (Figure 5.5). We have 
not distorted anything and we are just looking at the same scene from a different angle. Most 
readers will understand this. Now, let´s project the variables onto the graph with the objects 
by using the loadings. Some researchers represent them by an arrow, and others just print the 
attribute name at the point that defines the end of the arrow. Either way, most readers will 
not understand that there is no geometric relationship between the objects and the arrow or 
the point. The walls are still on our map and it is obvious that the vector represented by the 
arrow does not represent the geometric relationship of the points to the original axis. Still more 
esoteric would be to represent the variable (wall) as an object (point) in the space defined by 
itself and other variables. A wall is wall, and a wall projected onto a space defined by itself will 
be on top of itself and not floating off somewhere else. Likewise, if a wall were a point, it would 
not be wall. If you can´t make sense of this physical example of projection of attributes onto 
the space occupied by the objects, do not imagine that many of your readers will understand 
what you are doing when you present a biplot. 
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Figure 5.5 – Same example drawn in Figure 5.4 showing the principal axes L1 and L2 that can 
also describe the position of all six persons in the room. At the right the same scene but from 
a different angle (rotated 299O). 

Consult Legendre & Legendre (1998) for a discussion of the different scaling procedures 
to project loadings onto plots of PCA scores and illustration of how they result in different 
graphs. Even if you state which scaling you used, the number of biologists who will understand 
the implications is vanishingly small. 
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CHAPTER 6 - HOW SIMILAR OR DIFFERENT ARE 
THINGS? 
 

 The generic graph is constructed by stacking close to each other the graphs of species 
that are more similar in the mean value of some variable measured in the sampling units. The 
sampling units are ordered along the horizontal axis by their similarity in the value of that 
variable. Therefore, we are ordering both species and sampling units by similarity in a direct 
ordination. In chapter 3, we learned how to use indirect ordination to order both the species 
and the sampling units based only on the frequency of the individuals of each species in each 
sampling unit, either using means (RA) or sums (RS). In Chapter 4, we saw how we could use 
the similarity based on correlations or covariances to generate an indirect ordination that gave 
the same result as RS. All of these graphs and analyses are based on similarities, and the results 
can be evaluated visually with the generic graph.  

Many methods of ordination use dissimilarities rather than similarities, but the overall 
logic is the same. All are using some measure of association between objects or attributes. 
There are many different measures of association, and those we have discussed may not be 
the best choices for ecological ordination. Below we will discuss some of the most frequently 
used measures of association. 

CITY-BLOCK DISTANCES AND THEIR DERIVATIVES 
There is a family of distance (dissimilarity) measures that is frequently used in ecological 

studies, and which includes the common everyday (Euclidean) distances we are used to. We 
will start with the basic form, which is known as the Manhattan or City Block distance. Table 
6.1 shows estimates of the abundances of six species (attributes) in six sampling sites (objects). 
It is the same as table 3.1. 

Table 6.1 - Number of individuals of six species sampled in six plots. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 

C 5 0 0 0 3 0 

A 3 3 0 0 7 0 

D 0 6 0 0 2 2 

B 0 1 2 0 0 5 

F 0 0 7 3 0 3 

E 0 0 3 5 0 0 
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The difference in the number of individuals of Sp1 in plots B and A is |0-3| = |-3| = 3. 
We use the absolute value (indicated by including the numbers between vertical bars) because 
we are only interested in the difference, not which was larger than the other. This is a general 
characteristic of dissimilarity measures. We cannot attribute a sign, because it is arbitrary 
whether we put the value for plot A or plot B first in the equation. We can continue calculating 
the difference between the plots for each species (Table 6.2). The sum of the differences (19) 
is an index of the overall dissimilarity between the two plots. 

Table 6.2 – A piece of table 6.1, showing how to calculate the dissimilarity measure using 
difference in number of individuals between two plots. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 

A 3 3 0 0 7 0 

B 0 1 2 0 0 5 

 Sum 

Differenc
e 

3 2 2 0 7 5 19 

 

 We can use the same process to calculate the overall difference between plots B and 
C, which is equal to 16 (Table 6.3). 

Table 6.3 – Same as table 6.2. Two columns of table 6.1, showing how to calculate the 
dissimilarity measure using difference in number of individuals between two plots. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 

B 0 1 2 0 0 5 

C 5 0 0 0 3 0 

 Sum 

Differenc
e 

5 1 2 0 3 5 16 

 

 If we continue the process, we can calculate an overall difference for each pair of plots, 
and present the differences in a triangular (Table 6.4) or rectangular (Table 6.5) matrix. The 
triangular form occupies less space on the page, but many calculations are based on the 
rectangular form, and the computer stores data as lines (vectors) rather than as tables. 
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Table 6.4 – Triangular matrix showing the overall Manhattan differences of species abundance 
between plots. 

 A B C D E F 

A 0      

B 19 0     

C 9 16 0    

D 13 12 1
4 

0   

E 21 12 1
6 

18 0  

F 26 11 2
1 

19 9 0 

 

 There is a diagonal line of zeros in the middle of the triangular dissimilarity matrix 
because the difference between a plot and itself is zero. When we make a triangular similarity 
matrix for the PCA matrix in chapter 7, the diagonal will contain ones, because the similarity 
between a plot and itself is 1 for most indices. We usually do not fill in the upper cells because 
they are the mirror image of the lower cells. 

Table 6.5 – A vector containing the same Manhattan differences of species abundance 
between plots presented in table 6.4. 

A-B 19 

A-C 9 

A-D 13 

A-E 21 

A-F 16 

B-C 16 

B-D 12 

B-E 12 

B-F 11 

C-D 14 

C-E 16 

C-F 21 

D-E 18 

D-F 19 

E-F 9 
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 The city-block distances we calculated are almost never used in multivariate analyses. 
However, modifications of this distance are among the most popular measures. A simple 
modification is to divide the row (in this case plot) values by the sum of the values for that row 
(plot). This transformation, which we discussed in the last chapter, converts densities to 
relative densities within plots. It does not make much sense to have a multivariate index of 
similarity that is sensitive to the overall number of individuals in each plot. If we wanted to 
know which plots were most similar in overall number of individuals, we could have just 
counted the number of individuals and not bothered about the differences for particular 
species. The city-block distance based on site-standardized data is usually divided by two, so 
that it has a maximum of one and a minimum of zero, as do most of the better distance 
measures (Table 6.6). 

Table 6.6 – Standardized city block differences between two plots. The dissimilarity value is 
equal to 1. Is there any species in common between plot B and C? 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 

B 0 1/8 2/8 0 0 5/8 

C 5/8 0 0 0 3/8 0 

 Sum 

Differenc
e 

5/8 1/8 2/8 0 3/8 5/8 (16/8) /2 = 
1 

BENT SPACE 

 The city-block, or Manhattan distance is so called because of an analogy of moving 
physical distances in a city. Imagine that you are planning to go from point A to point B along 
north-south and east-west oriented streets. Each street is analogous to a species, and 
differences in distance along each street are analogous to differences in density of a species. 
However, the analogy is forced, and gives the impression that city-block distances exist in 
everyday (Euclidean) space. The data used to calculate city-block distances can also be used to 
calculate Euclidean distances by using the formula that you learned in school. The length of 
the hypotenuse (shortest distance between 2 points) can be calculated from the distances you 
would have to walk along two streets that are at 90° to each other. If the distances along each 
axis (variable or street) are squared and summed, the Euclidean distance is the square root of 
the total. If there are more than two variables, the analogy with the streets breaks down. The 
third street has to be at right angles to the other two. That is, it would have to go down into 
the earth, or up into the sky. With a fourth variable (i.e. the 4th species) we cannot imagine 
the result, though the mathematics of Euclidean geometry still applies and this axis is 
conceptually at right angles (orthogonal) to the others. If this complex geometry is getting too 
much for you, don't worry. In this book, we will only worry about what has been shown to 
work, and leave discussion of what should have worked to the mathematicians. 
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 City-block and most other distance measures used in ecology distort space. This is not 
an easy concept to deal with. However, it is important to realize that community responses to 
ecological gradients usually do not correspond to everyday (Euclidean) geometry. Even 
Einstein had to consult his friend Marcel Grossmann who understood the mathematics of 
curved space when he found that space and time could be warped (Bodanis 2000). The 
theoretical implications of Einstein's work continue to intrigue mathematicians to this day. 
However, people do not have to understand the theory of relativity to get by. Ecological 
distances are probably less well understood than time warps, and analogies to Euclidean 
distances are often not very useful. We will discuss which distance methods work best in 
ecology when we discuss more complicated ordination techniques, without attempting to say 
why they are better. Now we will just do an exercise to show how even the simple city-block 
distance we calculated distorts space.  

 Figure 6.1 shows four points that would have a irregular quadrilateral configuration on 
a map. The points are joined by strips of paper that correspond to Euclidean distances between 
the points. You can see that the Euclidean distances correspond to map distances and we have 
no difficulty in representing the points and distances on a two dimensional figure. However, 
when we try the same using city-block distances (Figure 6.2) we cannot represent the distances 
and points together in two dimensions and the irregular quadrilateral and the strips of paper 
representing the distances are distorted. That is what we mean by bent space. 

 

Figure 6.1 – Representation of Euclidean distance between four plots (letters A to D), based on 
Sp.1 and Sp.2 abundances. 
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 Euclidean (everyday) distances seem so logical that it seems strange to complicate our 
lives by using other distances. After all, we will present our results on pages or computer 
screens, and therefore will have to summarize them in Euclidean geometry. To understand 
why it is often a good idea to think ecologically in curved space, consider how a prey species 
responds to a predator. We have all seen films of zebras calmly grazing and ignoring lions that 
are stalking across the plains a kilometer a way. Even when the lions are a few hundred meters 
away, the zebras are only looking alert and not doing anything especially strenuous. At some 
distance, probably less than 100 m, the zebras are desperately running for their lives. Their 
reaction follows a curve in relation to distance. Plants often have similar responses. Leaves 
show little reaction to large differences in water potential in the soil, but at some point start 
to wither. When they reach permanent wilting point, there is no recovery. A difference of a 
few bars of pressure at one point on the scale is largely irrelevant. A similar difference at 
another point makes the difference between life and death. Most biological reactions, from 
enzyme activity to mating strategies are highly nonlinear, and that is why we have to deal with 
nonlinear and relative distances when we try to understand species assemblies. 

 

Figure 6.2 – Same data from Figure 6.1, but now using Manhattan distance between four plots 
(letters A to D), based on Sp.1 and Sp.2 abundances. Some distance distortion is necessary to 
connect the four plots. 
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SIZE OR SHAPE? 

 There are many variations on city-block distances, and most of them can be found in 
Legendre and Legendre (1998) if you are interested. Distance measures are generally divided 
into measures of size or shape. To understand this terminology, we have to return to our 
generic graph. Shape refers to the pattern of high and low density along any gradient. Shape 
measures, such as the percentage overlap, are based on differences in proportions of species 
within plots. Size measures reflect whether the species have equally large numbers of 
individuals. In fact, there are no exclusively-size measures, except for the total number of 
individuals per object (plot). Size measures, such as the Bray-Curtis index on unstandardized 
data, mix shape and size. Although they may sometimes reflect ecological gradients well, they 
are usually hard to interpret, and may be difficult to communicate.  

ZERO IN OR ZERO OUT?  

 In some measures of association, the absence of a species from two sites increases the 
similarity of those sites. The correlation coefficient has that characteristic, but the chi-square 
distance does not. Many researchers do not consider that joint absences should contribute to 
similarity because there are potentially many reasons that a species may be absent from a site, 
including chance, and the fact that the species does not occur there does not necessarily 
indicate that the sites are similar. For example, penguins are absent from tropical seas and 
temperate forests, but these biomes are not similar.  

Whether you want to attribute similarity based on joint absences depends on your 
question. For instance, Azevedo-Ramos et al. (1999) determined the similarity in predator 
composition between ponds, but they were interested in predator composition from the point 
of view of tadpoles. Obviously, the absence of the same predators makes ponds similar for 
tadpoles, so they used a derivative of the city-block distance, the Gower distance, which takes 
into account joint absences, to compare ponds in relation to predator composition. In the same 
paper, they ranked the ponds on similarity based on tadpole composition. For that analysis, 
they did not want to associate ponds just because they lacked certain tadpole species. A 
species could be absent from one pond because of predators, and from another because of 
unfavorable physical-chemical conditions. Therefore, they evaluated similarity in tadpole 
species composition with the Bray-Curtis index, a distance measure derived from city-block 
distances that does not take into account joint absences. To evaluate physical-chemical 
differences among ponds, they used the correlation coefficient (PCA analysis). Three very 
different association measures were appropriate for different aspects of the same question. 
We will see in later chapters that most of the best measures of association of species for 
uncovering ecological gradients do not take into account joint absences, but very often the 
most appropriate multivariate indices for predictor variables do. The most appropriate 
measure of association depends on your question. It will be easier to convey these concepts in 
later chapters when we deal with practical examples. 
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THE EFFECT OF DIFFERENT MEASURES AND TRANSFORMATIONS OF THE R 
X C TABLE 

The association measure will change depending on how we measure the variables in 
the rxc table. Here we will give only examples of measures of species or species groups in 
ecological analyses. The most common measures are the occurrence (0,1) or number of 
individuals (0 to unbounded) in a sampling unit. We often use both when conducting ecological 
analyses. Taking into account the number of individuals uses more information, but association 
measures will tend to reflect the most abundant species, which have larger differences in 
numbers between sampling units. Occurrence data give equal weight to all species, 
independent of their abundance. This tends to down weight abundant species, which tend to 
have the same occurrence (1) in most plots, and gives more weight to uncommon species, 
which have big differences (0 and 1) between sampling units. Very uncommon species may 
contribute much to differences among sampling units when using occurrence data without 
contributing much information about general patterns, and some researchers exclude them, 
but we do not recommend that strategy.  

Numbers of individuals very often do not reflect the perceived abundance of a species. 
Species with larger individuals (e.g. elephants) may have more effect on ecosystem processes 
than small species (e.g. mice) with the same density. In that case, it might be better to use the 
mass of all individuals of the species (species´ biomass) rather than the number of individuals. 
People tend to do that subliminally. When they are speaking of an oak forest, they are not 
speaking of a forest in which oaks are the most abundant plants in terms of numbers of 
individuals. The most abundant species in terms of number of individuals may be a small herb, 
but most of the plant biomass is in the oak trees. As with compound indices of diversity (Ricotta 
2003), it may make more sense to use biomass or total energy consumption to represent 
abundance. 

LIMITS TO SIMILARITY AND DISSIMILARITY 
There are limits to indices of similarity and dissimilarity. Once you are exactly the same, 

you cannot be more similar. For indices of similarity that vary from 0 to 1, you cannot have a 
similarity >1. Similarly, if two objects that have nothing in common, they will have a similarity 
of zero (or a dissimilarity of 1). That does not make a lot of sense if we think of the generic 
graph. Figure 6.3 shows four species distributed among plots that have been ordered by an 
indirect ordination. Species 1 occurs in some of the same plots as Species 2, but has no overlap 
with Species 3 and Species 4. If we just look at the city-block dissimilarity coefficients, Species 
1 is as dissimilar to Species 3 as it is to Species 4 (both dissimilarities of 1). However, Species 2 
has some overlap with Species 3, but none with Species 4. We can therefore say that, based 
on its association with Species 2, Species 1 is more similar to Species 3 than it is to Species 4. 
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Figure 6.3 – Manhattan distances matrix and generic graph of four species distributed among 
six plots (represented by letters A to F). 

The same process is used by extended dissimilarity measures. They use dissimilarities 
with other objects to estimate the degree of dissimilarity of objects that have nothing in 
common in terms of the attributes (variables). Extended dissimilarities are most useful when 
we deal with long gradients, which are gradients along which the objects only have restricted 
occurrences. Figure 6.4 shows a short gradient, and even so, six of the Bray-Curtis distances 
derived for the objects (Table 6.1) were equal to one. Figure 6.5 left shows a longer gradient, 
and Table 6.6 showing the Bray-Curtis distances for those data has many ones. If we apply 
De´ath´s (1999) method of obtaining extended distances, the data derived are not bounded to 
1 (Figure 6.5 right, Table 6.7). However, applying the same correction to the data from Figure 
6.4 (Table 6.1) removes all the ones and makes a very different association matrix (Figure 6.6). 
We show the consequences of these transformations of the association matrix in later chapters 
when we discuss other ordination techniques. 
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Figure 6.4 – Representation of a short gradient, and the Bray-Curtis distances derived for the 
objects presented in Table 6.1. 

 

Figure 6.5 – The left generic graph shows the ordination of objects relative to species 
composition and abundance using the Bray-Curtis distance presented in Table 6.7. The right 
generic graph shows the same ordination of objects based on Bray-Curtis extended distances 
(Table 6.8). 
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Table 6.7 – Bray-Curtis distances derived for the objects represented in Figure 6.5 left. 

 A B C D E F G H I J K L M N O P Q R S 

B 0.9
7 

                  
C 0.5

4 
1                  

D 0.8
9 

0.2
2 

0.9
6 

                
E 0.9 0.4

3 
1 0.4

6 
               

F 0.7
9 

0.7
8 

1 0.7
2 

0.4
9 

              
G 0.4

2 
1 0.6

9 
0.9
6 

1 0.8
5 

             
H 0.6

2 
1 1 0.8

8 
0.8
2 

0.5
2 

0.4
4 

            
I 0.8

8 
0.7
4 

1 0.7 0.2
6 

0.2
8 

1 0.7
5 

           
J 0.8

9 
0.3
9 

1 0.4
2 

0.1
7 

0.5
6 

0.9
6 

0.8
2 

0.4
2 

          
K 1 1 1 1 1 1 1 1 1 1          
L 1 1 1 0.9

6 
1 1 1 1 1 1 0.9

4 
        

M 1 0.9
6 

1 0.9
4 

0.9
6 

1 1 1 1 0.9
7 

1 0.4
6 

       
N 0.9

6 
0.5
6 

1 0.6
4 

0.5
5 

0.7
8 

1 1 0.8 0.6
4 

1 0.5
6 

0.6
2 

      
O 1 1 1 1 1 1 1 1 1 1 0.2

1 
0.9
6 

1 1      
P 1 1 1 1 1 1 1 1 1 1 0.6

5 
0.9 0.8

9 
1 0.7     

Q 1 1 1 1 1 1 1 1 1 1 0.5 0.9
1 

0.9
5 

0.9
3 

0.5
9 

0.
3 

   
R 0.9

5 
0.7
9 

1 0.8
6 

0.7
9 

0.8
7 

1 1 0.8
9 

0.8
4 

1 0.8
7 

0.8
7 

0.6 1 1 1   
S 1 1 1 0.9

6 
1 1 1 1 1 1 1 0.2

3 
0.2
7 

0.5
5 

1 1 0.9
2 

0.8
9 

 
T 1 1 1 1 1 1 1 1 1 1 0.9

4 
0.9
1 

0.6
8 

0.8
5 

0.9
6 

0.
7 

0.8
2 

0.8
7 

0.8
5  

Table 6.8 – Bray-Curtis extended distances derived for the objects represented in Figure 6.5 
right. 

 A B C D E F G H I J K L M N O P Q R S 

B 0.9
7 

                  
C 0.4

9 
1.1
4 

                 
D 0.8

9 
0.1
6 

0.9
7 

                
E 0.9

2 
0.4
2 

1.3
1 

0.3
4 

               
F 0.7

4 
0.6
4 

1.2
2 

0.5
6 

0.2
5 

              
G 0.3

5 
1.1
4 

0.7
3 

0.9
7 

1 0.8
2 

             
H 0.5

4 
1.0
8 

1.0
3 

0.9
2 

0.7 0.5
2 

0.3             
I 0.9

2 
0.6
4 

1.4
1 

0.5
7 

0.2
5 

0.1
9 

1 0.7            
J 0.8

9 
0.4
7 

1.3
7 

0.3
9 

0.0
5 

0.2
4 

0.9
7 

0.6
7 

0.2
6 

          
K 2.3 1.7

6 
2.7
1 

1.8
8 

1.8
9 

2.1
4 

2.6
5 

2.5
7 

2.1
4 

1.9          
L 1.6 1.0

2 
1.9
5 

0.9
7 

1.1
9 

1.4
4 

1.9
5 

1.9 1.4
4 

1.2 0.9
1 

        
M 1.5 0.9

6 
1.9
1 

0.9
4 

0.9
6 

1.2 1.9
1 

1.6
3 

1.2
1 

0.9
6 

1.2
4 

0.3
3 

       
N 0.9

7 
0.4
4 

1.3
9 

0.4
1 

0.5
6 

0.8
1 

1.3
2 

1.2
5 

0.8
1 

0.5
8 

1.3
2 

0.6
2 

0.5
2 

      
O 2.3 1.7

6 
2.7
1 

1.8
8 

1.8
9 

2.1
4 

2.6
5 

2.5
7 

2.1
4 

1.9 0 0.9
1 

1.2
4 

1.3
3 

     
P 2.2

3 
1.8
5 

2.6
5 

1.8
2 

1.8
5 

2.0
7 

2.5
9 

2.5
1 

2.0
7 

1.8
5 

0.6
2 

0.9
1 

0.8
8 

1.2
6 

0.6
2 

    
Q 1.9

1 
1.3
8 

2.3
2 

1.3
5 

1.5 1.7
5 

2.2
6 

2.1
9 

1.7
5 

1.5
1 

0.3
9 

0.9
1 

0.9
2 

0.9
4 

0.3
9 

0.3
2 

   
R 0.9

7 
0.2
7 

1.2
2 

0.2
5 

0.5 0.7
5 

1.2
2 

1.1
7 

0.7
5 

0.5
1 

1.6
6 

0.7
5 

0.7
1 

0.1
9 

1.6
6 

1.6 1.1
2 

  
S 1.5

4 
1 1.9

5 
0.9
7 

1.1
2 

1.3
8 

1.9
5 

1.9 1.3
8 

1.1
3 

1.1
5 

0.2
4 

0.1
6 

0.5
6 

1.1
5 

1.0
5 

0.9
3 

0.7
5 

 
T 1.8

2 
1.1
8 

2.1
3 

1.1
6 

1.4
1 

1.6
6 

2.1
3 

2.0
8 

1.6
6 

1.4
2 

0.9
1 

0.9
1 

0.7
2 

0.8
5 

0.9
1 

0.6
9 

0.8
2 

0.9
1 

0.8
4  



 
 

65 

 

Figure 6.6 - Representation of a short gradient based on Bray-Curtis extended distances 
derived for the objects presented in Table 6.1. The order of species and objects are different 
from Figure 6.4. 

It is important to always look at the patterns on a generic graph before choosing or 
interpreting patterns in a similarity or dissimilarity (association) matrix. Association measures 
take into account all the attributes (variables) simultaneously. The same value may arise 
because only a few attributes vary strongly among objects (e.g. Figure 6.5 left), or because 
most attributes vary similarly among objects (Figure 6.6) – remember that attributes are lines 
and objects columns on the generic graph. Sometimes there is a strong pattern for all 
attributes, but we can´t see it because our sampling was inadequate. 
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CHAPTER 7 - PCA DERIVED FROM ASSOCIATIONS 
 

 

In Chapter 4, we discussed Karl Pearson´s analysis, which is now called Principle 
Components Analysis (PCA). You can derive principle components from a r x c table of objects 
and attributes (e.g. Table 7.1), but the same axes can be obtained starting from an association 
matrix (Table 7.3) of Euclidean distances (a variance/covariance analysis) or correlations (a PCA 
after the variables have been normalized). As in previous examples, we will use plots as objects 
and species as attributes. Legendre & Legendre (1998: Chapter 9) explain the mathematics of 
the two approaches, but here we are only interested in the implications for different forms of 
analysis of ecological data. 

An analysis of the data in Table 7.1 (the “molusco” dataframe used in chapter 5) using 
the R function prcomp, which uses the rxc table, provides us with six orthogonal axes. The last 
line in the following codes tells R to provide us with the scores along the first two principle 
components. 

Table 7.1 - Number of individuals of six species of mollusks sampled in ten plots. 

Plot Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 
P1 10 3 15 2 1 0 
P2 0 0 0 0 13 12 
P3 7 4 0 0 0 0 
P4 0 1 0 3 14 20 
P5 0 0 0 10 8 6 
P6 0 0 2 5 4 0 
P7 0 4 11 0 0 0 
P8 0 0 7 3 0 0 
P9 0 0 0 9 5 0 
P10 0 0 1 15 10 8 

 

molusco <- read.table(“molusco.txt”, header=TRUE) # load the mollusk data 
molu <- molusco[,1:6] # selects only the species data 
PCA <- prcomp(molu) # run PCA 
pcs <- PCA$x   # save the 6 principle components 
pcs   # show the 6 principle components 
pcs[,1:2]  # shows the first 2 principle components 
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Table 7.2 – First six principle components of the data in table 7.1 using the function prcomp. 

Plot PC1 PC2 PC3 PC4 PC5 PC6 
P1 -14.027 -7.153 -6.649 2.519 -0.911 0.286 
P2 10.053 -5.669 3.535 -0.624 -2.446 0.338 
P3 -6.886 -0.532 5.634 6.2 1.221 -0.17 
P4 16.036 -8.288 -0.357 -0.231 1.651 -0.167 
P5 5.559 4.673 -1.492 0.618 0.16 -0.151 
P6 -2.227 4.333 2.579 -0.893 -0.996 0.115 
P7 -10.027 -2.883 0.483 -5.041 0.371 -1.161 
P8 -6.901 1.72 1.766 -3.843 1.373 1.28 
P9 -0.045 7.552 0.783 0.641 -0.87 -0.416 
P10 8.465 6.248 -6.282 0.654 0.448 0.047 

 

To do the second analysis, we have to construct an association matrix using Euclidean 
distances, which is how we constructed Table 7.3. The R code for this is as follows: 

molu.dist <- dist(molu, diag=TRUE, upper=TRUE); molu.dist 

 

Table 7.3 – Euclidean distance matrix calculated using the function dist (command presented 
above). 

 P1 P2 P3 P4 P5 P6 P7 P8 P9 P10 
P1 0 26.4

2 
16.2
48 

30.9
68 

23.5
58 

19.1
83 

12.083 15.716 21.703 26.287 
P2 26.4

2 
0 19.4

42 
8.66 12.6

89 
15.9
37 

21.213 19.261 17 15.843 
P3 16.2

48 
19.4
42 

0 25.7
49 

16.2
79 

10.4
88 

13.038 11.091 13.077 21.331 
P4 30.9

68 
8.66 25.7

49 
0 16.7

93 
22.5
61 

27.111 25.417 22.76 17.493 
P5 23.5

58 
12.6
89 

16.2
79 

16.7
93 

0 9 18.358 14.071 6.782 5.831 
P6 19.1

83 
15.9
37 

10.4
88 

22.5
61 

9 0 11.747 6.708 4.583 14.177 
P7 12.0

83 
21.2
13 

13.0
38 

27.1
11 

18.3
58 

11.7
47 

0 6.403 15.588 22.472 
P8 15.7

16 
19.2
61 

11.0
91 

25.4
17 

14.0
71 

6.70
8 

6.403 0 10.488 18.547 
P9 21.7

03 
17 13.0

77 
22.7
6 

6.78
2 

4.58
3 

15.588 10.488 0 11.225 
P10 26.2

87 
15.8
43 

21.3
31 

17.4
93 

5.83
1 

14.1
77 

22.472 18.547 11.225 0 
 

To obtain component scores from Table 7.3, you first have to center and transform the 
association measures (Legendre & Legendre 1998). In the case of associations measured as 
differences or distances (D), the transformation is -0.5*D2 (Gower 1966). 
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Here we had to convert the molu.dist.gower into a matrix because the object did not 
have the diagonal or the upper part of the matrix. R shows a triangular (or in this case a 
rectangular) distance table, but stores it as a one-dimensional vector. This saves space because 
all distances between an object and itself on the diagonal are zero, and the upper part is just a 
mirror image of the lower part. However, we need the complete rectangular matrix to carry 
out Gower´s centering, and the diagonal does not just contain zeros after this procedure. 

molu.gower <- as.matrix(molu.dist.gower)  

 

To apply Gower´s centering, we need to calculate the row means, column means and 
overall mean: 

row.means<-rowMeans(molu.gower) 
col.means<-colMeans(molu.gower) 
mean.molu.euc.gower <- sum(colSums(molu.gower))/100 

 

We use these to recalculate the values of the distances in the matrix: 

molu.Gower.row  <- molu.gower-row.means 
molu.Gower.rcol <- t(molu.Gower.row)-col.means 
molu.Gower.cent <- molu.Gower.rcol+mean.molu.euc.gower 

 

We can now use the transformed and centered distance matrix directly in prcomp, 
which we used previously for PCA. However, this time instead of supplying the values of the 
attributes (species) and objects (plots) we are only giving the distances among plots. 

pcoa.molu <- prcomp(molu.Gower.cent, center = FALSE, scale. = FALSE)  

 

The R help states that the "rotation" part of the pcoa.molu object consists of "the matrix 
of variable loadings (i.e., a matrix whose columns contain the eigenvectors)." We will use these 
loadings as we would PCA scores. When we plot them against the PCA scores derived from the 
original r x c matrix calculated in the beginning of this section, we find that they are perfectly 
correlated. 

par(mfrow=c(3,2)) 
plot(pcoa.molu$x[,1], PCA$x[,1], pch=16) 
plot(pcoa.molu$x[,2], PCA$x[,2], pch=16) 
plot(pcoa.molu$x[,3], PCA$x[,3], pch=16) 
plot(pcoa.molu$x[,4], PCA$x[,4], pch=16) 
plot(pcoa.molu$x[,5], PCA$x[,5], pch=16) 
plot(pcoa.molu$x[,6], PCA$x[,6], pch=16) 

 

When distances other than Euclidean are used to calculate the positions of the axes, 
the analysis is called Principal Coordinates Analysis (PCoA) rather than Principle Components 
Analysis (PCA), but the two analyses are mathematically and conceptually closely related. We 
will explain PCoA in more detail in the following chapter. You will not normally go to all this 
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trouble to calculate PCoA scores because you can use a program, such as the R function 
cmdscale. As we input only the distances between the objects, the computer does not know 
how many variables were used to create the distances (check the molu.Gower.cent matrix), so 
it does not know how many potential PC axes there are. However, cmdscale checks the 
variability explained by each axis and, in the case of Euclidean distances, can work out how 
many interpretable axes there are. The k=6 in the following code provides us with the first six 
principle components, which you can see are exactly the same as those obtained using the 
function prcomp except that the signs are reversed. This is typical of ordination techniques 
because the sign we attribute to the first axis is arbitrary, and this determines the signs of all 
subsequent axes. If you want to make them all exactly the same as the PCA axes, just multiply 
them by -1. This will have no effect on ecological interpretations. 

pcoa.molu <- cmdscale(molu.dist, k=6, eig=T) 

 

Table 7.4 – Six principle components of the data in table 7.1 using the function cmdscale 
based on a Euclidean distance matrix of table 7.3. Please note that R did not call the columns 
PC1, PC2, ... etc., but each column is the respective PCoA1, PCoA2, … axis. 

Plot [,1] [,2] [,3] [,4] [,5] [,6] 
P1 14.027 -7.153 6.649 2.519 -0.911 0.286 
P2 -10.053 -5.669 -3.535 -0.624 -2.446 0.338 
P3 6.886 -0.532 -5.634 6.200 1.221 -0.170 
P4 -16.036 -8.288 0.357 -0.231 1.651 -0.167 
P5 -5.559 4.673 1.492 0.618 0.160 -0.151 
P6 2.227 4.333 -2.579 -0.893 -0.996 0.115 
P7 10.027 -2.883 -0.483 -5.041 0.371 -1.161 
P8 6.901 1.720 -1.766 -3.843 1.373 1.280 
P9 0.045 7.552 -0.783 0.641 -0.870 -0.416 
P10 -8.465 6.248 6.282 0.654 0.448 0.047 

 

CORRESPONDENCE ANALYSIS 
Correspondence Analysis can be done using PCA (PCoA), but instead of Euclidean 

distances, each cell is replaced by a function of the proportion of individuals in that cell in 
relation to the total for all cells (rows and columns combined). An association matrix based on 
this table will result in Chi-square distances that, unlike the Euclidean distances, do not 
consider joint absences. Correspondence Analysis is complex and is not necessarily used for 
ordination or derived by PCoA (Legendre & Legendre 1998: 451-476), but, for the purpose of 
understanding the relationships among ordination methods, it is only important to note that a 
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PCoA of site-standardized data using the χ2 statistic will lead to exactly the same ordination as 
we obtained using reciprocal averaging. The code to verify this relationship is given below. 

Vegan package implemented the original code of DECORANA, which is a weighted 
ordination method. Therefore, to achieve the same results we need to standardize the data 
prior to CA and manual PCoA calculations. 

library(vegan) # load vegan package 
ca.molu   <- decorana(decostand(molu, "total"), ira=1)  # calculate CA 
ca.scores <- scores(ca.molu)  # save axis 

 

R does not have a built-in function that calculates a Chi-square distance matrix, but we 
can do that by standardization by plot total and then calculate Euclidean distance of the chi-
square transformed data: 

molu.tot <- decostand(molu, "total") 
molu.chi <- dist(decostand(molu.tot,"chi"))  
pcoa.chi <- cmdscale(molu.chi)  # calculate PCoA 
 
# plot first axis of each analysis 
plot(ca.scores[,1] ~ pcoa.chi[,1], xlab="PCoA1", ylab="CA1”) 

 

 

Figure 7.1 - Relationship between the first CA axis and the first PCoA axis based on the χ2 
distance for the mollusk data. 

Figure 7.1 shows the relationship between the first axis derived by reciprocal averaging 
and the first axis derived by PCoA with the χ2 distance for the mollusk data. As the distance was 
based on the χ2 statistic, PCoA cannot preserve the original distances, but it can preserve the 
transformed distances used in PCoA. We therefore have a Euclidean representation of the 
similarity among objects. As with other techniques, there is only limited symmetry between 
the objects and attributes, and the interpretation of biplots depends on the technique used 
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and the scaling used to put the two sets of data on the same graph (Chapter 5). After reading 
the section on CA in Legendre & Legendre (1998), you may think you understand what the 
biplot you produced represents, but we can assure you that 99% of your readers will not! 

Sometimes there are obviously nonlinear relationships between the first and second 
axes of a CA, and authors, through repetition, attribute this to the fact that it is an eigenvector 
analysis, but in reality it is mainly because pairs of objects that have nothing in common tend 
have the same distance measure. We discussed this in Chapter 6 and showed how it can be 
remedied by using extended distances. However, many researchers see it as statistical artifact 
and try to “fix” the ordination by a process that is known as detrending (the resulting analysis 
is called Detrended Correspondence Analysis). You can run a DCA using ira=0 in the 
decorana function. However, we do not recommend that procedure. Kenkel & Orlóci (1986) 
show graphically how it can distort real patterns. Rather than using sleight of hand to try to fix 
the ordination, it is better to go back and correct the distances, though this may mean that you 
have to use a different type of ordination. 

PRINCIPLE COMPONENTS DERIVED FROM OTHER ASSOCIATIONS 
Computer programmers often use the association matrix with Euclidean distances or 

correlations to calculate principal components, or Chi-square distances to calculate 
correspondence-analysis axes, but differences in the algebra make no difference for biologists 
if they produce the same result. For ecologists, the most interesting use of the association 
matrix to calculate principle components is when some other distance or similarity matrix is 
used. In this case, the process is called principle-coordinates analysis (PCoA). The general 
technique was first described by Torgerson (1958), but its relationship to PCA and the types of 
association that can be used was shown by Gower (1966).  

We saw in Chapter 6 that many measures of ecological association bend space. That is, 
they produce relationships that cannot be modeled by conventional Euclidean geometry. This 
is expected from general considerations of biological systems. Relationships tend not to be 
linear. Most factors tend to have unimodal relationships with organism responses, having no 
effect at low levels, large effects at intermediate levels and low or negative effects at high 
levels. Even when we chose a limited range of values where the relationship is monotonic, it is 
usually curved. That is unfortunate, because we generally present our results in two 
dimensions in graphs on flat pieces of paper or computer screens. Also, almost all conventional 
statistical techniques are based on linear additive models (Magnusson & Mourão 2004, 
Magnusson et al. 2015 in Portuguese), which operate in Euclidean space.  

PCA axes are straight lines, so they can also be used to describe Euclidean space. If we 
use PCoA, we are basically investigating those parts of the ecological relationships that can be 
represented in a coordinate system with straight axes. Part of the information will be lost. In 
PCoA analyses, the information that cannot be represented by straight-line relationships will 



 
 

72 

be represented by axes with negative eigenvalues. Negative eigenvalues will also result from 
linear geometric considerations, and simply adding an appropriate constant to the distances 
can remove the negative eigenvalues. However, this will result in added variance and extra 
dimensions that cannot be interpreted biologically (Legendre & Legendre 1998). Fortunately, 
the negative eigenvalues are usually small and do not affect the first few axes derived by PCoA. 
Unless you are a mathematician and want to immerse yourself in the techniques described by 
Legendre & Legendre (1998), we suggest that you just ignore small negative eigenvalues. 

WHAT DO PCOA AXES REPRESENT? 
PCoA axes are basically a Euclidean representation of bent space. If the space wasn´t 

bent, we could just use PCA and would not have to appeal to PCoA. The problem is that most 
association measures that represent well ecological distances operate in nonlinear space and 
we must use more complex techniques than PCA. To visualize the problem of curved space in 
just two dimensions, we will use an example where the magnitude of a variable Y is linearly 
related to the natural logarithm of a variable X. When we plot Y against log(X), as in Figure 7.2, 
the relationship is linear. However, we had to distort (log transform) the X axis to obtain the 
linear relationship. Rather than unbending the X space, we could plot Y against X, and we see 
a monotonic increasing function of X that is not linear (Figure 7.3). The straight line we used to 
represent this relationship on Figure 7.3 captures some of the variability, but much is not 
described well by the straight line. We will use this analogy to visualize the processes used by 
some of the PCoA techniques. 

 

Figure 7.2 – Relationship between two variables. Note that variable x was log transformed to 
improve linearity. 
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Figure 7.3 – Relationship between two variables. The line represents the linear relationship 
between the two variables, but the y values are all below the line for small values of x, and all 
above the line for intermediate values of x; obviously the linear model does not capture all of 
the variation. 

USES OF PCOA ON NON-EUCLIDEAN DISTANCES 
Legendre & Legendre (1998) list the types of association that have characteristics 

suitable for use in PCoA, or that can be transformed to be suitable. They also show that the 
choice of association determines the number of axes that can be derived. Very often, different 
associations will result in similar PCoA axes in the first few dimensions, but the interpretation 
of more than a few axes is often problematical. Some analyses (e.g. PERMANOVA – Anderson 
2001) attempt to use all PCoA axes, which are derived from the distance matrix, but most 
researchers just want to reduce the dimensionality of the data to visualize patterns and to 
conduct preliminary analyses. Because the indices used in PCoA do not operate in Euclidean 
space, no Euclidean representation (axes represented by orthogonal straight lines) can capture 
all of the information contained in the original distances. However, very often that part of the 
configuration of the objects in multivariate space that can be described by straight-line axes is 
useful for describing ecological relationships or just the general similarity of objects. 

We will carry out a PCoA analysis of the mollusk data using the site-standardized Bray-
Curtis distances and put the results on a graph showing the first two dimensions. This is the 
same data that we used for a PCA analysis in Chapter 5, so we can compare the two 
configurations (Figure 7.4). The R code for this is as follows: 

PCA <- prcomp(molu)  # run PCA 
pcs <- PCA$x    # save the 6 principle components 
 
molu.bray <- vegdist(molu,"bray")  # calculate Bray-Curtis distance 
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pcoa      <- cmdscale(molu.bray)  # run PCoA 
 
par(mfrow=c(1,2), las="1", cex=1.5) # set graphical parameters 
plot(pcs[,1], pcs[,2], type="n", las=1, xlab="PCA1", ylab="PCA2") 
 text(pcs[,1], pcs[,2], labels=rownames(molu)) 
plot(-1*pcoa[,1], pcoa[,2], type="n", las=1, xlab="PCoA1", ylab="PCoA2") 
 text(-1*pcoa[,1], pcoa[,2], labels=rownames(molu)) 

 

We see that there is some similarity, but the two eigen-vector analyses produce 
different results because of the association measures used (Euclidean distance or Bray-Curtis 
distances), even though they are both forcing the data into two Euclidean axes. Although PCA 
is often useful for describing covariation in continuous environmental variables, PCoA, or 
another technique we will describe in the next section, is usually better to describe data on 
species occurrences. 

 

Figure 7.4 – First two dimensions of PCA and PCoA based on Bray-Curtis distances for mollusk 
data. Note that we multiplied the PCoA axis by -1 (see R code above) to facilitate comparison. 
This multiplication did not change the relationships among objects (plots). 
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CHAPTER 8 – OPTIMIZING THE FIT TO A SMALL 
NUMBER OF DIMENSIONS 
 

ORDINATION BY TRIAL AND ERROR 
As we discussed in the previous chapter, most ecological relationships are nonlinear, 

but we generally have to present them to other researchers in a linear coordinate system on a 
page or a computer screen. We are therefore trying to represent very complex systems in a 
simple way. In the last chapter, we discussed how we can use an association matrix to try to 
represent the relative similarity of objects in multivariate space using eigen analyses. Basically, 
these analyses attempt to find straight orthogonal multivariate axes that represent the 
associations (similarities or dissimilarities) among objects in a small number of dimensions 
(typically 2) that retain the relative magnitudes of the associations in the original higher-
dimensional space. They can only do this if there is redundancy in the information provided by 
different attributes, such that a few of them, or derived axes, can describe most of the variance 
in the others. 

Another method, known as Non Metric Multidimensional Scaling (NMDS), tries to find 
the best relationship between the original distances among objects and their distances in a 
reduced number of straight-line axes that the user chooses. We will start with two axes, but 
any number up to one less than the number of objects could be used. A simple example with 
three objects is shown in Figure 8.1. The association matrix for these objects is shown in Table 
8.1, and the same information in a rectangular form is shown in the first two columns of Table 
8.2. If we only had information in Table 8.2, we could try to recover the pattern shown in Figure 
8.1 by putting the points randomly onto two arbitrary axes (Figure 8.2) and calculating the 
distances between the points (Table 8.2, third column). As the points were placed randomly, 
we expect little relationship between the original distances (column 2) and the distances in the 
reduced number of axes (column 3). However, we can now see how distorted the configuration 
on Figure 8.2 is in relation to that on Figure 8.1. The distance between points A and B is 
proportionally too large and those between points A and C, and B and C, are too small. We 
therefore move A and B closer together and the others further apart (Figure 8.3). 
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Figure 8.1 – Original distribution of 3 objects (A, B and C). 

Table 8.1 – Association matrix based on Euclidean distances for the objects in Figure 8.1. 

 A B C 

A 0   

B 3.16 0  

C 4.12 5.00 0 

Table 8.2 – Association matrix based on Euclidean distances for the objects in Figure 8.1 
(original) and 2 iterative process (see main text for details). 
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Pair original Iteration1 Iteration2 
A-B 3.16 5.00 3.60 
A-C 4.12 3.16 4.12 
B-C 5.00 3.00 4.47 
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Figure 8.2 – Three objects randomly placed along 2 axes. 

 

Figure 8.3 – Second iteration process of placing three objects along 2 axes (see main text for 
details). 

The relative distances in the fourth column of Table 8.2 are now much more similar to 
those in column #2 (original). We can now move the points again so that the relative distances 
between objects better reflect those in column #2 (original) of Table 8.2. As we have N=3 
objects and are distributing them in N-1=2 dimensions, if we continue the process long enough, 
we will have a perfect coincidence between the relative distances in the original configuration 
and the relative distances on the graph we have constructed. The orientation may be different, 
however, because we only maximized coincidence with the distances between the points and 
not the orientation of the graph. We may have to rotate one of the graphs to see that they are 
identical. 
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NMDS follows the same logic, with the following modifications. First, instead of using 
the absolute values, NMDS only tries to maximize the ranking of the distances in the two 
distance matrices (the original matrix of distances and the matrix of distances in space with 
reduced dimensionality). With more than a few objects this does not change the results much 
because the ranking constrains the positions almost as much as the original distances. NMDS 
uses the rankings so that it can obtain a linear solution even if the relationships among 
attributes were curvilinear. Like PCoA, NMDS is trying to capture the Euclidean component of 
nonlinear relationships. Secondly, modern NMDS programs use mathematical algorithms to 
converge on a suitable configuration much faster than could be done by simple trial and error. 
Therefore, they are very efficient in terms of computer time. This is an important consideration 
because even using efficient algorithms, there may be many solutions that appear to be the 
best, depending on the initial configuration (the first random placement). Solutions that do not 
obtain the smallest differences between the original distances and the distances in reduced 
space are usually due to local minima. These are regions in which small changes in the position 
of the objects do not have much effect on the relationship between the two matrices, but a 
large change in the relative positions of the objects could produce higher congruence between 
them. To avoid local minima and find the best solution, most NMDS algorithms will try many 
starting configurations and choose the best among them. Alternatively, the program may start 
the NMDS algorithm with starting values obtained from a PCoA analysis, which is usually 
already pretty good.  

Borg and Groenen (2005) give more elaborate examples of doing NMDS by hand and 
describe in detail the algorithms to arrive at a satisfactory configuration, so readers interested 
in obtaining a deeper understanding of how NMDS works can consult their book. In general, 
NMDS arrives at a configuration similar to that of PCoA using the same distance matrix. We will 
undertake an NMDS ordination of the data in Table 5.1 in R using the following code: 

library(vegan) # load package vegan 
molusco <- read.table("molusco.txt", header=T, row.names=1) # load data 
molu    <- molusco[,1:6]  # select the species data 
 
molu.bray <- vegdist(molu, "bray")  # Bray-Curtis distance matrix 
nmds2k    <- metaMDS(molu.bray, k=2)  # 2 axis NMDS solution 
axis2k    <- scores(nmds2k)   # save scores 
 
pcoa     <- cmdscale(molu.bray)  # PCoA based on Bray-Curtis distance 
 
par(mfrow=c(1,2), las=1, cex=1.5) # set graphical parameters 
plot(axis2k[,1],axis2k[,2],type="n",xlab="NMDS1",ylab="NMDS2") # plot NMDS 
   text(axis2k[,1],axis2k[,2],labels=rownames(molu))           # show labels 
plot(-1*pcoa[,1], pcoa[,2],type="n",xlab="PCoA1",ylab="PCoA2") # plot PCoA 
   text(-1*pcoa[,1], pcoa[,2], labels=rownames(molu))          # show labels 
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Figure 8.4 – NMDS solution in two dimensions and first two PCoA dimensions based on the 
Bray-Curtis distance for data in table 3.1. Note that we multiplied the PCoA axis by -1 (see R 
code above) to facilitate the comparison. This multiplication did not change the relationships 
among objects (plots). 

Figure 8.4 left shows the NMDS ordination in two dimensions for the mollusk data. The 
configuration obtained by PCoA in the previous chapter (Figure 8.4 right) is very similar. The 
question therefore arises as to when we should use PCoA, which is also known as Metric 
Multidimensional Scaling (MMDS) and when we should use NMDS. Strangely, researchers 
usually do not choose an ordination method based on theory but choose one that is approved 
by the local scientific culture. English researchers tend to use NMDS, whereas French 
researchers tend to use CA (equivalent to using PCoA with the χ2 distance). If the pattern is 
strong, most ordination methods will recover a similar configuration in the first few axes and 
the choice of indirect ordination is not critical. Nevertheless, even when the pattern is strong, 
there are subtle differences that may make one method preferable over others. 

LATENT-VARIABLE MODELS (LVM) 
Latent variables are derived from factor analysis (FA), which is much like PCA. The 

conceptual difference is that PCA extracts axes that best represent the correlations among 
variables and FA extracts axes that are thought to cause the correlations among variables. 
Though they are conceptually and mathematically different, the results will generally be similar 
if you have a system that can be handled by least-squares algebra. However, when least-
squares is not appropriate and you need to use General Linear Models (GLM), latent-variable 
models (LVM) will be the only option. When we have counts of individuals of different species, 
their relationships with presumed causal variables are better investigated with GLM, and the 
same applies to unmeasured presumed-causal variables (latent variables). The use of latent 
variables for ordination is relatively recent (Hui et al. 2015), but they have advantages over 
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other methods (to be discussed in the next section). Here we will just describe how they can 
be applied to data. Like NMDS, you have to decide how many axes you need to describe the 
patterns in the data, and you can use regression diagnostics like those used in standard GLMs 
to make the decision (Hui et al. 2015).  

Interpretation of LVMs is similar to that for NMDS. If you ask the program to extract 
one latent variable (LV), the result will not be the same as if you derive two LVs and use the 
first. This is in contrast to PCA and PCoA, which always extract the same first axis, independent 
of how many subsequent axes you may want to plot. Also like NMDS, the latent variables are 
not necessarily uncorrelated, though, like NMDS, you can rotate them to their principle 
components without affecting the interpretations. However, even after rotation, LV-1 from an 
analysis with one LV will not be the same as LV-1 from an analysis with two LVs (though they 
may be similar). 

You can produce LVM ordinations in the package boral in R. Below we make an 
ordination of the plots in our mollusk data using LVM (Fig. 8.5 left) and compare it to an 
ordination of the same data using NMDS (Fig. 8.5 right). LVM ordinations have many options, 
here we fitted the model using Poisson error distribution and kept the other arguments as 
default. We also multiplied both latent-variables axes by -1, to make the plots more easily 
comparable. We can also make an ordination in one dimension with LVM to represent the main 
pattern in the data and use it to make a generic graph with the mollusk species (Fig. 8.6 left) 
and compare it to a similar graph using a one-dimensional NMDS ordination (Fig. 8.6 right). To 
build both graphs, we ran the analyses using only one axis. As LVM models, like those of PCA, 
are based on linear relationships, the ordered plots represent linear relationships between the 
latent variable and the species abundances. 

 

Figure 8.5 – LVM based on Poisson distribution and NMDS solution in two dimensions based 
on the Bray-Curtis distance for data in table 3.1. We multiplied the latent-variable axis 1 by -1 
to facilitate the comparison. This multiplication did not affect the relationships among objects 
(plots). 
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Figure 8.6. Abundance of mollusk species ordered by latent-variable (left) and NMDS scores 
(right). 

DIFFERENCES AMONG INDIRECT ORDINATION METHODS 
Use of PCA assumes that there are linear relationships among attributes, often a 

reasonable assumption when making an ordination of environmental variables, but PCA is not 
appropriate for ordinations of sites based on species compositions, the most common analysis 
in studies of community ecology. 

CA assumes that the distributions of attributes along the hypothetical gradients can be 
modeled by approximately normal distributions and that the variance of the distribution of 
each object is roughly similar. The CA model is based on normal curves, which tend to be more 
similar to the distribution of frequencies of individuals of species along ecological gradients 
than the linear model used in PCA. However, density distributions of organisms along 
ecological gradients tend to differ from the normal in skew and kurtosis, so even CA does not 
represent them well (Minchin 1987). In other situations, which are probably the most common, 
other ordination techniques that do not assume fixed models of distributions of attributes will 
be better at capturing the pattern. As CA cannot use extended dissimilarities, it is also subject 
to the arch effect. 

PCoA can use any association measure and the axes it produces are orthogonal. This is 
an advantage if you want to use more than one axis in an inferential analysis (we will explain 
these in Chapter 10). The appropriate analysis options for different association measures are 
given by Legendre & Legendre (1998), but we are not aware of any theoretical considerations 
in relation to the use of extended similarities in PCoA. 
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NMDS can also use any association measure that is or can be converted into a 
dissimilarity index, including extended dissimilarities. It can even be used on nonmetric 
distances that might not be appropriate for PCoA. Because it is not restricted to orthogonal 
axes, it can often explain more of the variance in the original association matrix in a given 
number axes than PCoA. It is therefore probably always as good as, or superior to, PCoA if you 
want to derive only one axis, or only want to give a visual representation of the similarities 
among objects in two dimensions. However, if you want to use more than one axis in inferential 
analyses you first have to check that they are approximately orthogonal. NMDS axes are often 
correlated and, when they are, the lack of independence makes them inappropriate for use in 
most conventional inferential analyses. 

Both PCoA and NMDS are derived from a matrix of associations and this causes 
problems in the interpretation of the ordination graphs. This is because dissimilarities between 
sites will increase if the they tend to have different compositions, or if the variance in 
composition increases. That is, the pattern is caused by both location and dispersion in 
multivariate space (Warton et al. 2012). Latent-variable models can take into account the 
mean-variance ratio and show only position effects. Therefore, these graphs are probably 
usually as good as NMDS and often better (Hui et al. 2015), as long as the gradient is short. 
When you investigate a long gradient, the assumption of a linear relationship between the 
latent variables and the species densities breaks down, and you may be better off using NMDS 
or PCoA with extended distances. To check this, run both types of analyses and check the 
generic graphs. 
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CHAPTER 9 - PUTTING THINGS IN BOXES: 
CLASSIFICATION 
 

Human beings tend to be racist, sexist and xenophobic. That is, they like to classify 
things even when those classifications have little or no practical value. When classifications are 
based on natural dendritic processes, such as the evolution of phylogenetic clades, there is an 
underlying logical basis for the classification (lines of descent), though even researchers 
interested in systematics often enter into acrimonious debates about arbitrary limits put on 
taxa, especially those above or below the level of species. When there is no underlying basis 
for the classification, such as genetic similarity, decisions tend to be arbitrary and vary much 
between researchers studying the same data. Nevertheless, we tend to feel that we have 
explained things when we can put a name on them, and the World seems more ordered and 
safer. Therefore, community ecologists sometimes seek ways to categorize species 
assemblages, even though, as put by Legendre and Legendre (1998), “the world that ecologists 
try to understand is most often a continuum.” 

Legendre & Legendre (1998) suggested that “Ecologists who have applied taxonomic 
clustering methods directly to data, without first considering the theoretical applicability of 
such methods, have often obtained disappointing results.” We would put ourselves among 
that group, not necessarily because we did not consider the theoretical applicability, but 
because we found that readers could not interpret the results as most of them lacked the 
theoretical background to understand what the clusters represented in the real world. Before 
using cluster analysis, the reader should carefully study Chapter 8 of Legendre & Legendre 
(1998) or at least evaluate the pros and cons of each method given in their Table 8.13.  

The categories may be based on characters that can be defined independent of the 
species and this leads to direct-classification systems that we will consider in the next chapter. 
However, often the researcher asks if there are natural groups that can be identified by the 
similarity of group members to each other. This is indirect classification and seeks natural 
groupings of objects based on their multivariate similarity. Legendre & Legendre (1998) 
describe this as “a search for discontinuities”. However, most methods, especially the most 
used hierarchical classification method, unweighted pair-group average (UPGMA), will give the 
impression of discontinuities even when none exists. 

There are an enormous number of classification techniques that are used in fields as 
diverse as geology and pattern recognition. A very short overview can be found in 
<https://en.wikipedia.org/wiki/Cluster_analysis>. Here, we will only consider some of the 
common hierarchical or connectivity-based methods used in classifying species assemblages 
that are found in the R packages cluster, kmeans and mclust. After showing some of 
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the limitations, we will briefly mention more recent advances, especially in Bayesian analyses, 
that take advantage of the huge increase in computing power that has come about in the last 
decade. 

In principle, we can group objects based on any of the indices of association we 
discussed in Chapter 6, plus a few others. We will not return to the choice of indices here, but, 
just as in ordination, interpretation of clusters depends on the association measure chosen and 
any transformation done on the original data or the association matrix. As with ordination, 
some clustering algorithms come with their own built-in association measures. Therefore, 
often the researcher is simultaneously selecting an association index and a clustering method 
without realizing it. Here we will only show that the clustering algorithm we use affects the 
sorts of clusters we can detect, and hence our ecological interpretation. 

The function agnes of the R package cluster offers seven clustering methods: 
"average" (unweighted pair-group average method, UPGMA), "single" (single linkage), 
"complete" (complete linkage), "ward" (Ward's method), "weighted" (weighted average 
linkage) and its generalization "flexible" which uses (a constant version of) the Lance-
Williams formula. The default is "average". The last requires you to provide extra information, 
but the others can be implemented simply by substituting the name of the method in the R 
command line. Nevertheless, each was derived for a different purpose, and should be chosen 
based on the structure that you expect to find in the clusters. Here, we will consider only 
UPGMA and single linkage. You can try the others if you want to see how they would affect 
your classification. 

TURNING A BOX INTO A TWO-DIMENSIONAL TREE 
The analogy implicit in the title to this section illustrates one of the basic difficulties 

with hierarchical cluster analyses. Reducing a tree to a box is relatively easy to imagine. 
Expanding a box into a tree is somewhat more difficult. We have already discussed the 
limitations on representing ordinations in N dimensions on a two-dimensional page. We can 
visualize a tree in three dimensions, and we understand that its appearance depends on the 
position from where we observe it. From above we see only leaves, but from the side we see 
trunk, limbs and leaves. Moving the point of view to maximize the amount of variance in the 
distances among the parts (points) on the surface of the tree was what we did in PCA. Cluster 
analysis will also provide the image of a two-dimensional tree (dendrogram), but by a very 
different process. The cluster tree will have all the objects evenly spaced along one axis and 
the length of the lines joining them to their nearest neighbors in multivariate space, or to 
clusters of other objects will be represented by the length of the lines. Sometimes the lines to 
the objects (the tips of our branches) are stretched so that all the objects are aligned, and 
sometimes the length of the line is proportional to the multivariate distance of the object to 
its nearest cluster, and the objects do not align.  
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Rather than a tree, a dendrogram is like a hanging mobile decoration or wind chime 
made with sticks to keep the ornaments apart and string to suspend them from the ceiling. 
Hanging naturally, the ornaments do not align the same distance apart, no matter from what 
perspective you look at them. Therefore, you twist the sticks supporting pairs of ornaments so 
that all are along a plane that is perpendicular to your vision, then extend the higher sticks so 
that all the ornaments are equidistant from their nearest neighbors along one axis. Which 
ornament you put to the left or right is arbitrary for each pair and you could swing them around 
the pivot point directly above them. The same applies to the pivot points on the longer sticks 
that are higher up; each can be swiveled 180 degrees. What you see depends on many arbitrary 
decisions as to how you swiveled each pivot so, unlike the analogy with the two-dimensional 
picture of a tree, it is not easy for a reader to imagine what the original relationships among 
the ornaments were. This is an example for a three-dimensional object – imagine the difficulty 
in six or more dimensions. Various tricks have been derived to reduce arbitrary decisions, but 
it should be obvious why many ecologists have difficulties in interpreting cluster analyses. 

We will consider only a relatively simple question about which you already have 
preconceived opinions. The data in Table 9.1 are measurements of students from one of our 
statistics classes. Most people assume that men and women generally have different shapes 
and we will not use the information about sex to make the classification. However, we can see 
whether the analysis is capable of detecting the categorical difference that we assume to be 
there. 

Table 9.1 – Some body measures of students in a multivariate class. 

Students head neck chest waist hip thigh weight sex 

1 56 38 100 92 105 55 83 M 

2 53 28 83 66 95 48 54 F 

3 56 35 90 83 97 48 70 M 

4 50 32 89 76 117 57 66 F 

5 55 35 93 88 96 48 71 M 

6 55 31 93 89 115 59 69 F 

7 55 38 92 79 90 46 70 M 

8 52 39 89 72 91 48 51 F 

9 58 37 95 85 98 50 70 M 

10 57 32 86 71 105 55 61 F 

11 58 33 82 73 98 52 54 F 
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A cluster analysis of the objects (students) using UPGMA groups many of the men in 
clusters consisting mainly of women and vice versa (Figure 9.1). The same happens using 
single-linkage clustering (Figure 9.2). Does this mean that there are no clusters of men and 
women in multivariate morphological space? We undertook a similar analysis using principal 
components analysis and present the first two axes in Figure 9.3. We can see that a straight 
line separates all the men from the women, indicating that the sexes do cluster in multivariate 
morphological space. Why then can´t the cluster analysis recognizes the groups? 

 

Figure 9.1 – UPGMA cluster analysis, based on Euclidean distance, of data in table 9.1. Please 
note, that we did not measured the student’s height. The height in the y axis is a scale of 
similarity. 
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Figure 9.2 – Single-linkage cluster analysis, based on Euclidean distance, of data in table 9.1. 

The answer lies in the sort of clusters we are looking for. The standard clustering 
algorithms differ in how they measure the distances among clusters. For instance, UPGMA uses 
the distances among the means (centroids) of the clusters. Single-linkage clustering uses the 
distances between the most similar objects in the different clusters. However, all the 
algorithms assume that the clusters are approximately circular in two dimensions, spherical in 
three dimensions, and the equivalent of multivariate spherical in more than three dimensions. 
Basically, we are looking for balls. If the cluster is not multivariate spherical, simple clustering 
algorithms are likely not to recognize them. 

Centroid-based methods only look for independent clusters and do not assume that 
there is a natural hierarchy among clusters. However, they are still looking for balls. The most 
common is k-means clustering or more complicated analyses derived from it. This method 
basically looks for a given number (k) of clusters that minimize the multivariate variance within 
clusters in relation to the between-cluster variance. Like the hierarchical methods we 
described earlier, k-means basically tries to find clusters that are multivariate spherical. If we 
knew that there are only two groups in our data on students, we could produce the following 
classification of students, which is better than those of the hierarchical methods (Figure 9.3). 
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Figure 9.3 – First two principal components of data in table 9.1. The blue and red colors indicate 
the k-means clustering classification. The centroids of each group are shown as asterisks. 

In the case of the morphology of our students, the clusters we see are elongated, 
appearing more like bats than balls (Figure 9.3). Our brains have no difficulty in recognizing the 
long clusters, even though some individuals are closer to members of the opposite sex than 
they are to some individuals of the same sex. However, algorithms have great difficulty in doing 
so. This is the reason that internet programs ask you to interpret jumbled letters or numbers 
before making a connection. The human brain has little difficulty with the distorted clusters of 
images, but computer viruses cannot interpret them. There are ways to transform the data to 
obtain multivariate spherical clusters if we know a priori to which cluster the object belongs 
and we will consider direct clustering methods in the next chapter. Despite Legendre´s & 
Legendre´s (1998) defense of clustering methods in ecology, they remain little used by 
ecologists.  

Clusters in two or three dimensions are relatively easy to recognize in graphs, but 
clustering in higher dimensions will be harder, or impossible to detect in ordinations. Legendre 
& Legendre (1998) recommended superimposing a dendrogram based on single-linkage 
clustering on a two-dimensional ordination. The idea is that you may be able to detect the 
distance between objects in higher dimensions even though they appear to be close together 
when viewed in two dimensions. However, it is difficult to interpret the lines, and it may be 
better to use the size of the points to give perspective and indicate a third dimension. In any 
case, Borcard et al. (2011) do not give the R code for superimposing the dendrogram on the 
ordination in the book Numerical Ecology with R, so you will have to write your own code if 
you want to use the technique.  

While ecologists generally continue to avoid cluster analyses, huge advances have been 
made in other fields, such as image recognition, genetics, data mining, and medicine (see 
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Fraley & Raftery (2002) for an introduction to some of these techniques). These can basically 
be divided into those that are distribution-based (or model-based) and those that are density-
based. Originally, the distribution-based methods were limited to centroid-based clustering, 
but recent packages in R, such as mclust, can be applied both to hierarchical and centroid-
based methods, and they can also be used for discriminant analysis that we will discuss in 
chapter 11. This method is known as Model Based Clustering Analysis - MBCA (Fraley & Raftery 
2002). Whereas, k-means assumes that all clusters can be represented by multivariate 
spheroids, distribution-based clustering (MBCA) can look for, in ascending order of difficulty, 
clusters with different degrees of variability on each multivariate axis, which produces 
multivariate ellipsoids, and ellipsoids with major axes oriented in different directions. The more 
complex the model, the more parameters that have to be estimated and the more data 
necessary to detect clusters. However, more data is not always a solution. If the spheroids have 
major axes pointing in different directions and you are working on a very large dataset, you 
may have to use the techniques on only a subset of cases because the number of combinations 
is overwhelming. This is called the “curse of dimensionality”. 

Besides being more flexible regarding the shape of ellipsoids, the MCBA also has two 
other advantages. As we saw above, one of the problems with hierarchical cluster analyses is 
that they already assume that there are groups. However, our first question should always be: 
are there true groups? According to the definition of Legendre & Legendre, groups exist when 
there is a discontinuity in the distribution of attribute values among objects. Only after 
checking that this discontinuity exists should we proceed and ask the question: are the 
discontinuities strong enough to define groups? If the number of groups is unknown, the MCBA 
uses Bayesian Information Criterion, analogous to Akaike Information Criterion, to decide how 
many groups (if any) are in the data. In the case of the data on students, MCBA (mclust function 
in R) identified 3 groups based on BIC criterion and allocated individuals correctly to their 
declared sex, except for one female in the upper right corner (Figure 9.4). Running the same 
analysis, but now telling the analysis to classify the objects in two groups, the mclust algorithm 
allocated individuals correctly to their declared sex, but this required that you to know how 
many groups exist before you carried out the analysis (Figure 9.5A). The other advantage of 
the distribution-based methods is that they can provide a probability of an individual pertaining 
to a particular group and identify individuals that do not pertain to any group (Figure 9.5B). For 
this reason, they are called soft-cluster methods, as opposed to the hard-cluster methods we 
discussed before, which allocate each individual to only one group. 
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Figure 9.4 - First two principal components of data in table 9.1. The red, blue and black colors 
indicate the MCBA group classification based on maximum likelihood. 

 

Figure 9.5 - First two principal components of data in table 9.1. In (A) the blue and red colors 
represent the MCBA two group classification. In (B) the point size is proportional to uncertainty 
of the classification. The asterisks represent the centroids and the ellipses represents the 
within-cluster covariances. 

While the distribution-based techniques can deal with groups represented by convex 
forms in multivariate space, they have difficulty if the groups have more complex shapes and 
wrap around each other in multivariate space. In this case, density-based techniques that look 
for groups formed by agglomerations of higher density in multivariate space may be more 
appropriate. This analysis is known as DBSCAN (Density-based spatial clustering of applications 
with noise). Basically, a point is included in a group if its k neighbors within a user-defined space 
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belong to that group (Ester et al 1996). This method only requires a distance metric that 
behaves as though it were Euclidean and that the clusters are surrounded by regions with 
lower densities of individuals. While it escapes from some of the problems of the distribution-
based methods, the results may be very difficult to interpret ecologically, and it cannot cope 
with clusters that have different densities in multivariate space. To keep it short, we 
implemented DBSCAN classification of the student data following the recommendations of the 
authors to choose the size of the epsilon neighborhood (basically the maximum distance 
between individuals within groups) and number of minimum core points in the epsilon region. 
For the data on student measurements, it found 2 clusters that did not conform well to the 
differences between the sexes, and left three students out of both groups (Figure 9.6). 
However, is important to note that this analysis works better for large data sets, and is a good 
option if your data have much noise. Model-based methods may also let you choose between 
cluster models and ordination axes based on information theory, though the ordinations tend 
to represent the data better even when the underlying pattern is of clusters (Hui et al. 2015). 

 

Figure 9.6 - First two principal components of data in table 9.1. The blue and red colors 
represent the DBSCAN classification. Please note that three students at the periphery of the 
multivariate space were left out of both groups. 

INTERPRETATION OF CLUSTERS 
There is a plethora of methods for clustering, but all share some of the same problems of 
interpretation, which means that they usually require independent evidence and almost 
always subjective decisions based on your philosophical position. For instance, clustering of 
individuals based on genetic similarity often results in different conclusions when based on 
mitochondrial DNA and when based on nuclear DNA. With either one, often the clustering 
results in three groups, two distinct groups and one that is intermediate. Taxonomists known 
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as splitters tend to recognize two species and their hybrids. Taxonomists known as lumpers 
tend to recognize one species with geographical variation. The clustering algorithm alone 
cannot adjudicate. 

Also, groups are made of groups. Consider the ordination of humans on three 
characteristics, hair color, eyesight and sex. If we use a very gross measure of these variables, 
we might divide each into two categories: dark and light for hair color, wears glasses or not for 
eyesight and male or female for sex. Are there a total of eight categories, with four different 
combinations within each sex, or should we recognize two categories for sex, joining 
individuals independent of their hair color or use of glasses? Obviously, this depends on the 
question and it might not be useful to ask a program how many groups there are. Researchers 
often say that they are using the techniques to generate hypotheses, but competent 
researchers usually have well-developed questions before they collect the data. 

The more computer-intensive techniques, such as machine learning and Markov chain 
Monte Carlo algorithms, allow evaluation of the number of clusters, detection of clusters that 
are not multivariate spherical, and graph-theory depiction of clusters that are not simple 
dendrograms. However, you will need far more understanding of the techniques than we can 
provide here to be able to use them effectively. Basically, each technique, and combination of 
assumptions made with each technique, will generate a different set of clusters. If you are 
using clustering to generate hypotheses, this indicates that the questions you ask may be 
restricted by the clustering method. Rather than a first choice for doing “something” with the 
data, clustering is best left for situations in which you are sure that you need it. 
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CHAPTER 10 - STATISTICAL INFERENCES ABOUT 
MULTIVARIATE RESULTS 
 

Much of conventional statistics is related to the generation of probabilities or their 
information-theory or Bayesian analogues for decision making. Multivariate statistics are 
sometimes described as being purely descriptive, but it is unlikely that they are ever used 
without reference to some explicit or implied hypothesis. At the minimum, their use indicates 
that the researcher believes that there are patterns in the data due to what Poore (1956) 
referred to as “co-ordinated variation”. Researchers sometimes ask whether the patterns in 
the data are stronger than would be expected if there was no coordinated variation in the 
attributes. However, that question is rarely useful. It is unlikely that a competent researcher 
would be investigating a system with no underlying patterns, so the tests are generally just 
asking if we can detect the pattern or we have committed a type II error. 

For a lead into the methods of determining the number of clusters in a set of objects 
given that you can predict a priori the form of the groups (see last chapter for the importance 
of being able to predict the form of the groups), see Milligan & Cooper (1985), Dale (1988), 
Pillar (1999) and Wallace & Dowe (2000). Legendre & Legendre (1998) give a review of 
validation methods. There has been a lot of discussion in the literature about the selection of 
the number of “significant” axes in eigen analyses (e.g. Jackson 1993). However, these 
analyses, most of which just use the internal information to determine whether there is more 
structure in the data than expected by chance, are rarely used, and most researchers ask 
whether structure in the data is related to specific hypotheses.  

TESTS WITH MORE THAN ONE DEPENDENT VARIABLE 
The most general form of a test with multiple dependent variables is multivariate 

multiple regression (MMR), its categorical analogue, multivariate analysis of variance 
(MANOVA), or multivariate analysis of covariance (MANCOVA) for a mixture of MMR and 
MANOVA. All are extensions of canonical correlation analysis. The model has the following 
form: 

Y1,Y2,Y3, … Yi = a + b1X1 + b2X2 + b3X3 + … bjXj + e 

where the Y variables from 1 to i are thought to be dependent on the X variables from 
1 to j. 

We will investigate whether there is a relationship between hypothetical mollusk 
assemblages and the predictor variables rainfall and altitude (Table 10.1). We could do a test 
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for each dependent variable, which is facilitated by using the as.matrix function in R. This 
analysis assumes that there are linear relationships between each of the dependent variables 
and the independent variables, which is generally unlikely for species occurrence data and 
obviously not true for the data in Table 10.1. Nevertheless, we will continue with the analysis. 

Table 10.1 – Mollusk species sampled along rainfall and altitude gradients. 

Plot sp1 sp2 sp3 sp4 sp5 sp6 rainfall altitude 

P1 10 9 15 2 1 0 1800 100 

P2 0 0 0 0 13 12 1500 40 

P3 7 4 0 0 0 0 1755 120 

P4 0 1 0 3 14 20 1580 80 

P5 0 0 0 10 8 6 1590 140 

P6 0 0 2 5 4 0 1640 60 

P7 0 4 11 0 0 0 1723 140 

P8 0 0 7 3 0 0 1690 40 

P9 0 0 0 9 5 0 1605 60 

P10 0 0 1 15 10 8 1530 100 

 

mol <- read.table("molusco.txt", header=T, row.names= 1) # load mollusk data 
molu<- mol[,1:6] # cut and save the species data 
env <- mol[,7:8] # cut and save the environmental data 
 
molu.m <- as.matrix(molu) 
env.m  <- as.matrix(env) 
resu   <- lm(molu.m ~ env.m) # fit a linear model for each species 
 summary(resu)   # results of all six models pasted below 
 
Response sp1 : 
 
Call: 
lm(formula = sp1 ~ env.m) 
 
Residuals: 
    Min      1Q  Median      3Q     Max  
-4.0123 -1.3732 -0.2199  1.9428  3.9828  
 
Coefficients: 
               Estimate Std. Error t value  Pr(>|t|)   
(Intercept)   -42.87838   15.98693  -2.682   0.0314 * 
env.mrainfall   0.02705    0.01013   2.671   0.0319 * 
env.maltitude   0.00196    0.02628   0.075   0.9426   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 2.802 on 7 degrees of freedom 
Multiple R-squared:  0.5424, Adjusted R-squared:  0.4117  
F-statistic: 4.149 on 2 and 7 DF,  p-value: 0.06481 
 
 
Response sp2 : 
 
Call: 
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lm(formula = sp2 ~ env.m) 
 
Residuals: 
    Min      1Q  Median      3Q     Max  
-2.2993 -1.1730 -0.4739  0.6786  3.4116  
 
Coefficients: 
                Estimate Std. Error t value  Pr(>|t|)   
(Intercept)   -36.916798  11.164070  -3.307   0.0130 * 
env.mrainfall   0.022901   0.007073   3.238   0.0143 * 
env.maltitude   0.012833   0.018350   0.699   0.5069   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 1.957 on 7 degrees of freedom 
Multiple R-squared:  0.6716, Adjusted R-squared:  0.5777  
F-statistic: 7.157 on 2 and 7 DF,  p-value: 0.0203 
 
 
Response sp3 : 
 
Call: 
lm(formula = sp3 ~ env.m) 
 
Residuals: 
    Min      1Q  Median      3Q     Max  
-8.0221 -1.6302 -0.0283  2.0418  4.9364  
 
Coefficients: 
                Estimate Std. Error t value  Pr(>|t|)   
(Intercept)   -63.568997  24.451081  -2.600   0.0354 * 
env.mrainfall   0.041402   0.015492   2.673   0.0319 * 
env.maltitude  -0.008916   0.040189  -0.222   0.8308   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 4.285 on 7 degrees of freedom 
Multiple R-squared:  0.5246, Adjusted R-squared:  0.3888  
F-statistic: 3.862 on 2 and 7 DF,  p-value: 0.07409 
 
 
Response sp4 : 
 
Call: 
lm(formula = sp4 ~ env.m) 
 
Residuals: 
   Min     1Q Median     3Q    Max  
-7.137 -3.079  1.488  1.777  6.339  
 
Coefficients: 
              Estimate Std. Error t value  Pr(>|t|)   
(Intercept)   52.25192   26.90785   1.942   0.0933 . 
env.mrainfall -0.03117    0.01705  -1.828   0.1102   
env.maltitude  0.04098    0.04423   0.926   0.3850   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 4.716 on 7 degrees of freedom 
Multiple R-squared:  0.3292, Adjusted R-squared:  0.1376  
F-statistic: 1.718 on 2 and 7 DF,  p-value: 0.2472 
 
 
Response sp5 : 
 
Call: 
lm(formula = sp5 ~ env.m) 
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Residuals: 
    Min      1Q  Median      3Q     Max  
-2.4890 -1.8066 -0.9621  0.6800  5.5123  
 
Coefficients: 
              Estimate Std. Error t value Pr(>|t|)    
(Intercept)   86.97497   16.73113   5.198  0.00126 ** 
env.mrainfall -0.05027    0.01060  -4.742  0.00210 ** 
env.maltitude  0.01173    0.02750   0.426  0.68262    
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 2.932 on 7 degrees of freedom 
Multiple R-squared:  0.7758, Adjusted R-squared:  0.7118  
F-statistic: 12.11 on 2 and 7 DF,  p-value: 0.005334 
 
 
Response sp6 : 
 
Call: 
lm(formula = sp6 ~ env.m) 
 
Residuals: 
   Min     1Q Median     3Q    Max  
-5.851 -2.351 -1.384  1.089 12.499  
 
Coefficients: 
              Estimate Std. Error t value  Pr(>|t|)   
(Intercept)   84.80576   32.93425   2.575   0.0367 * 
env.mrainfall -0.04994    0.02087  -2.393   0.0479 * 
env.maltitude  0.02007    0.05413   0.371   0.7218   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
Residual standard error: 5.772 on 7 degrees of freedom 
Multiple R-squared:  0.4606, Adjusted R-squared:  0.3065  
F-statistic: 2.989 on 2 and 7 DF,  p-value: 0.1152 

 

We see that some relationships are statistically significant at P<0.05, but one isn´t. If 
we use Fisher´s test of multiple independent hypotheses (Winer et al. 1991), we obtain a 
probability of 0.00031 of encountering the individual probabilities, if the null hypothesis that 
the dependent variables are not related to the independent variables were true. Obviously, 
such an extremely low probability is unlikely for a test of an ecological question, so it probably 
just shows that we violated the assumption that the tests were independent. The question 
therefore arises as to how to combine the individual tests into a single test of the hypothesis 
that the assemblage is structured by one or more of the predictor variables. 

There are various test statistics that have been used and each has different 
assumptions. We will use the Pillai Trace statistic, which has been shown to be relatively robust 
to violations of its assumptions (Olson 1976, Johnson & Field 1993). The R module uses the 
term manova for MANOVA, MMR and MANCOVA, the difference just being whether you 
define the variables as categorical or not. In fact, all the analyses are really just MMR, with 
dummy variables to code the categorical variables so that they can be treated as though they 
continuous. Using the manova function in R for the data in Table 10.1 results in the following 
output: 
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fit.molu <- manova(molu.m ~ env.m[,"rainfall"] + env.m[,"elevation"]) 
summary.aov(fit.molu)  # univariate ANOVA tables 
summary(fit.molu, test="Pillai") # ANOVA table of Pillai traces 
 
summary.aov(fit.molu)           # univariate ANOVA tables 
Response sp1 : 
                    Df Sum Sq Mean Sq F value  Pr(>F)   
env.m[, "rainfall"]  1 65.101  65.101  8.2922 0.02366 * 
env.m[, "altitude"]  1  0.044   0.044  0.0056 0.94264   
Residuals            7 54.956   7.851                   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
 Response sp2 : 
                    Df Sum Sq Mean Sq F value   Pr(>F)    
env.m[, "rainfall"]  1 52.928  52.928 13.8247 0.007474 ** 
env.m[, "altitude"]  1  1.873   1.873  0.4891 0.506895    
Residuals            7 26.800   3.829                     
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
 Response sp3 : 
                    Df  Sum Sq Mean Sq F value  Pr(>F)   
env.m[, "rainfall"]  1 140.944 140.944  7.6748 0.02768 * 
env.m[, "altitude"]  1   0.904   0.904  0.0492 0.83076   
Residuals            7 128.552  18.365                   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
 Response sp4 : 
                    Df  Sum Sq Mean Sq F value Pr(>F) 
env.m[, "rainfall"]  1  57.327  57.327  2.5776 0.1524 
env.m[, "altitude"]  1  19.091  19.091  0.8584 0.3850 
Residuals            7 155.683  22.240                
 
 Response sp5 : 
                    Df  Sum Sq Mean Sq F value   Pr(>F)    
env.m[, "rainfall"]  1 206.745 206.745 24.0436 0.001746 ** 
env.m[, "altitude"]  1   1.563   1.563  0.1818 0.682622    
Residuals            7  60.191   8.599                     
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
 Response sp6 : 
                    Df  Sum Sq Mean Sq F value  Pr(>F)   
env.m[, "rainfall"]  1 194.592 194.592  5.8404 0.04632 * 
env.m[, "altitude"]  1   4.581   4.581  0.1375 0.72176   
Residuals            7 233.227  33.318                   
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
 
summary(fit.molu, test="Pillai") # ANOVA table of Pillai traces 
                    Df  Pillai approx F num Df den Df  Pr(>F)   
env.m[, "rainfall"]  1 0.97890  15.4656      6      2 0.06197 . 
env.m[, "altitude"]  1 0.68219   0.7155      6      2 0.68252   
Residuals            7                                          
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 

The analysis gives the same individual tests as we obtained above (summary.aov 
function), followed by an overall test for the assemblage (summary function), which reports 
a significance level of P = 0.061 for rainfall and p = 0.682 for altitude. 
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ORDINATION TO MEET THE ASSUMPTIONS OF A TEST 
Test statistics, such as that used in Fisher´s test of multiple hypotheses, assume that 

the dependent variables are independent of each other, which does not make sense in our 
case because we are assuming coordinated variation. One way around this is to conduct an 
eigen analysis, such as PCA, on the data, which will result in the same number of axes as the 
original data, preserve the overall variability (total variance), and the axes will be linear and 
uncorrelated with each other. Substituting the six original variables by the six PCA axes in the 
MMR results in the same overall level of significance (P = 0.061 for rainfall and p = 0.682 for 
altitude) as the MMR we conducted in the previous paragraph, which is indicative of how such 
tests are constructed. 

pca.molu  <- prcomp(molu) # create a PCA for mollusk data 
scor.molu <- pca.molu$x # extract and save the PCs 
 
fit.molu.pca <- manova(scor.molu ~ env.m[,"rainfall"] + env.m[,"elevation"]) 
summary(fit.molu.pca, test="Pillai") # ANOVA table of Pillai trace 
 
                    Df  Pillai approx F num Df den Df  Pr(>F)   
env.m[, "rainfall"]  1 0.97890  15.4656      6      2 0.06197 . 
env.m[, "altitude"]  1 0.68219   0.7155      6      2 0.68252   
Residuals            7                                          
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 

TESTS BASED ON GENERAL LINEAR MODELS (LIKELIHOOD) 
The models we have investigate so far use variations on least-squares regressions or 

correlations to obtain probabilities associated with multivariate responses (responses of many 
species) to presumed causal variables. There are two problems with this. One is that the we 
can only combine probabilities if we account for the nonindependence of the response 
variables. In the examples given above, we used variations on PCA to obtain multivariate axes 
that can be used as virtual independent response variables. Methods of ordination that are 
based on distance matrices, such as PCoA and NMDS, confound the effects of multivariate 
location and multivariate dispersion, and therefore analyses based on distance matrices, such 
as PERMANOVA, SIMPER and RDA, may give misleading results. There is another problem, 
however. Many response variables, especially those based on counts, do not meet the 
assumptions of least -squares regression and we should use a method that takes into account 
the non-normal distribution of residuals. These are generally described as General Linear 
Models and the parameters are estimated using maximum likelihood or an approximation to 
maximum likelihood (Zuur et al. 2009).  

It is relatively easy to substitute least-squares regression by GLM and calculate the 
parameters that describe the relationships, and this is automized in the package mvabund 
(Warton et al. 2012). Nevertheless, the statistical test must take into account the correlation 
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structure in the matrix of dependent variables (species), and we usually do not know what this 
structure is. A way around this problem is to use a randomization test based on transformed 
residuals (PIT-trap) that preserves the dependence relations in the data (Warton et al. 2017). 
If you have large number of dependent variables (species) in relation to the number of sites, 
you may have to use the “shrink” option to obtain the most trustworthy results. The argument 
cor.type in the function manyglm will automatically “shrink” the data, if necessary. We 
give an example of the use of these analyses in R with our mollusk data.   

library(mvabund) # load mvabund package 
molu.mv <- mvabund(molu)    # create a mvabund object 
mod1 <- manyglm(molu.mv ~ env.m[,"rainfall"] + env.m[,"elevation"], "poisson", 
cor.type = "shrink") 
anova(mod1) 
 
Analysis of Variance Table 
 
Model: molu.mv ~ env.m[, "rainfall"] + env.m[, "elevation"] 
 
Multivariate test: 
                     Res.Df Df.diff   wald Pr(>wald)    
(Intercept)               9                             
env.m[, "rainfall"]       8       1 11.782     0.003 ** 
env.m[, "elevation"]      7       1  3.142     0.463    
--- 
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 
Arguments: 
 Test statistics calculated assuming correlated response via ridge regularization  
 P-value calculated using 999 iterations via PIT-trap resampling. 

 

The manyglm option in mvabund presently seems to be the best method for testing 
multivariate relationships when those relationships can be assumed to be linear, or can be 
linearized. However, it is important to remember that the analysis looks for any relationship 
and not necessarily the major pattern in the data. To visualize the major patterns in the data 
in two dimensions, you could use a two-dimensional representation of latent variables (Hui et 
al. 2015) and the major pattern in species distribution could be shown in a generic graph with 
a one-dimensional latent variable as the gradient (Chapter 8), but it is important to emphasize 
that these may not be showing the patterns that resulted in the significant statistical tests. To 
identify which species are responsible for the significant statistical relationships, it is probably 
best to make a generic graph of the distributions of the species against each of the significant 
variables. Although this will not necessarily capture the partial effect of these variables (effects 
independent of other predictor variables), they should reveal major patterns associated with 
that variable. 

USING THE RESULTS OF MANOVA TO PREDICT MEMBERSHIP IN 
CATEGORIES 

An extension of MANOVA, Discriminant Function Analysis (DFA), is used in a manner 
that is the inverse of the tests of significance. Discriminant function analysis (DFA) was derived 
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by Ronald Fisher (1936), but similar analyses had been presented by Mahalanobis in 1930 and 
Hotelling in 1931 (Snedecor & Cochran 1967). DFA constructs functions to predict to what 
category an object belongs given its attributes, and is used to ask questions such as the 
following: (1) Which attributes best distinguish categories? (2) What is the probability of 
assigning an object to the right (or wrong) category using information from the attributes? (3) 
To what category should I assign an object that was not used to derive the discriminant 
functions? 

Discriminant function is usually used after a MANOVA test indicates significant 
differences among categories. Its use in ecology is limited (Legendre & Legendre 1998), and 
when it is used it is frequently used inappropriately (Williams 1983, Williams & Titus 1988). 
However, it is often used in taxonomy. We can use the MASS library in R to calculate the 
number of objects assigned correctly and incorrectly to their categories by the discriminant 
function and use this to calculate the proportion of correct assignments per category, and the 
overall proportion of correct assignments. The following example is for the Molusk data with 
rainfall categorized as low, intermediate or high. 

library(MASS)   # load package MASS 
# classify rainfall values in 3 categories 
cat.rain <- cut(env$rainfall,breaks=3,labels=c("low","intermediate", "high")) 
 
lda.res <- lda(molu,cat.rain)  # fit LDA function 
class   <- predict(lda.res, molu) # assignments probabilities for each species 
round(class$posterior,3)   # rounded p-values for each class/species 
 
      low intermediate high 
P1  0.000        0.000    1 
P2  1.000        0.000    0 
P3  0.000        0.000    1 
P4  1.000        0.000    0 
P5  0.995        0.005    0 
P6  0.000        1.000    0 
P7  0.000        0.000    1 
P8  0.000        1.000    0 
P9  0.000        1.000    0 
P10 1.000        0.000    0 

 

The analysis can also be used to assign new observations to the categories based on their 
attributes and the discriminant functions developed with the training set. Given data on 
mollusks from other sites (Table 10.2), we can ask whether they should be assigned to high, 
low or intermediate rainfall classes. This can be used as a test of the original discriminant 
function. In fact, as the analysis can almost always discriminate categories well, even using 
random data, use of an independent validation set is the best test of discrimination. 
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Table 10.2 – Mollusk species sampled along rainfall and altitude gradients. 

Plot sp1 sp2 sp3 sp4 sp5 sp6 

P11 0 0 0 0 4 21 

p12 1 9 0 0 0 1 

p13 5 15 2 3 0 0 

p14 1 5 1 0 0 0 

p15 0 0 0 0 6 32 

p16 0 0 0 2 5 2 

p17 0 0 1 0 5 5 

p18 0 1 0 0 0 0 

p19 4 10 1 0 0 0 

p20 0 1 2 7 1 0 

 

molu.new  <- read.table("molusco_new.txt", header=T)  # load the new data 
 
# assignments probabilities for each class/species for the new data. Note we 
# used the same model above: lda.res 
class.new <- predict(lda.res, molu.new)  
round(class.new$posterior,3) # rounded p-values for each class/species 
 
      low intermediate  high 
P11 0.003        0.997 0.000 
p12 0.000        0.000 1.000 
p13 0.000        0.000 1.000 
p14 0.000        0.000 1.000 
p15 1.000        0.000 0.000 
p16 0.000        1.000 0.000 
p17 0.000        1.000 0.000 
p18 0.000        0.000 1.000 
p19 0.000        0.000 1.000 
p20 0.000        0.919 0.081 

 

Magnusson (1980) used discriminant function to allocate potential nest sites to the 
categories “suitable for nesting” and “unsuitable for nesting” based on a training set. This 
allowed estimation of the proportion of sites available for nesting if the density of crocodiles 
increased. However, today there are species-distribution models (SDM) based on maximum-
likelihood methods that would probably be more effective. 

DFA is usually used to produce multivariate graphs of objects in discrimination space. 
However, those graphs are extremely difficult to interpret and we will leave consideration of 
them until after we have explained some simpler related techniques in the next chapter. 
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ORDINATION TO REDUCE NOISE BEFORE A TEST 
Gauch (1982a,b) described eigen analyses as methods to reduce noise in the data. We 

can see how this works for any ordination technique, whether based on eigen analyses or not. 
If we plot the objects in the two dimensions that represent most of the variation in the data, 
we are hiding the rest of the variation, which only makes sense if we consider the residual 
variation to represent principally noise in relation to our hypotheses. This can be useful if our 
question is whether the predictor variables are related to the major patterns in the data, rather 
than if they are related to any pattern in the data. 

It is worthwhile to spend some time to visualize the difference between these 
questions, because we will come back to this point in other analyses. Let´s imagine that we 
have 10 objects (plots) and six attributes (species). The densities of five of those species covary 
and they can be represented by a single PCA axis (PCA-1). Each has a loading of about 0.8 on 
that axis. In contrast, the sixth species has little relationship with the others (r<0.01 in all cases). 
Most people would say that the relationships among the plots can be well represented by PCA-
1. That is, the axis represents the major variation in the assemblages (or the community if you 
want to use that word). If we regress PCA-1 on an external variable, such as rainfall, and find 
no strong relationship, we would say that the species assemblages are not related to rainfall. 
However, if we found that the densities of the sixth species are well predicted by rainfall, would 
we say that rainfall is structuring the assemblages? Probably not. Although rainfall tells us a lot 
about the sixth species (population ecology), it tells us little about the assemblages (community 
ecology). 

In the analysis we conducted in the previous section, each PCA axis contributed equally 
to the analysis. That is, the first PCA axis, representing most of the variation, had the same 
weight as the last PCA axis, perhaps representing only one species. That does not make sense. 
Therefore, rather than analyzing all axes, it is often better to ask whether the predictor 
variables are related to the major patterns among the assemblages and only analyze the first 
few axes, the number depending on how many we think are likely to be informative. Repeating 
the MMR analysis for the data in Table 10.1, but using only the first two PCA axes, results in a 
much higher level of significance (lower p value). The previous analysis gave P = 0.061 for 
rainfall and p = 0.682 for altitude, but this analysis gives P = 0.001 for rainfall and p = 0.693 for 
altitude. 

pca.molu  <- prcomp(molu)    # PCA of mollusk data 
scor.molu <- pca.molu$x    # saves PCs 
Y         <- scor.molu[,1:2] # only the two first PCs 
 
fit.pcs   <- manova(Y ~ env.m[,"rainfall"] + env.m[,"elevation"]) # new model 
summary(fit.pcs, test="Pillai") # ANOVA table of Pillai traces 
 
                    Df  Pillai approx F num Df den Df   Pr(>F)    
env.m[, "rainfall"]  1 0.88370  22.7944      2      6 0.001573 ** 
env.m[, "altitude"]  1 0.11487   0.3893      2      6 0.693463    
Residuals            7                                            
--- 
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Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 

We do not only analyze a few of the axes to obtain higher levels of significance. In this 
example, rainfall was related to variation in densities of many species, so the analysis identified 
it as a variable probably structuring the assemblages. If this had not been the case, the analysis 
would not have detected a significant effect, even if rainfall had been strongly associated with 
a single species. Therefore, before undertaking an analysis, you should ask yourself if you are 
interested in detecting relationships with the major patterns among the assemblages or if you 
are interested in detecting any relationship with any member (or attribute) of the assemblage. 
The best strategies for answering these questions are different. 

A PLETHORA OF TECHNIQUES TO OBTAIN P VALUES 
We are not going to enter into details of how you obtain probability values in 

multivariate inferential analyses. There are many options, and much discussion in the literature 
as to which is most appropriate. Just as with univariate analyses (those with one response 
variable, regardless of how many predictor variables), they tend to fall into two large groupings, 
parametric and non-parametric methods (Magnusson & Mourão 2004, Magnusson et al. 
2015). If you can meet the assumptions of the parametric analyses, you can generate the 
distribution of estimates of a test parameter (often Fisher´s F statistic) using mathematical 
theory. That is what we did in the examples given above for RMM, MANOVA and MANCOVA.  

If you cannot meet the assumptions of the parametric analyses, you can use 
permutation tests to generate the distribution of the test statistic when the null hypothesis is 
correct. This generally consists of permuting the values of each variable (attribute) among the 
objects so as to break any relationships that were in the data. Some permutational tests are 
already implemented in R, and are easy to use. See the examples in the help page of 
vegan::adonis function, which is analogue to the MANOVA described above, but using 
permutation (Anderson 2001). Depending on the question, a restricted permutation may be 
more appropriate (Manly 1997), and such requirements can also be reasonably easily 
implemented using permute::how function in R (Gavin 2019). Techniques such as 
Redundancy Analysis and Canonical Correspondence Analysis generally use permutation 
techniques to generate probability values. We will describe graphical representations of these 
techniques more fully in the next chapter on graphs, but we will show that there may be little 
relationships between the P values and the patterns seen on the graphs. 
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CHAPTER 11 - GRAPHS OF DIRECT-GRADIENT 
ANALYSES 
 

A generic graph with the distributions of species along a known gradient, such as that 
given in Chapter 2, is readily interpreted by most researchers. However, the graphs associated 
with the direct-gradient analyses Discriminant Function Analysis (DFA), Redundancy Analysis 
(RDA) and Canonical Correspondence Analysis (CCA) are conceptually different from the graphs 
produced by most other procedures. Although the first such graphs were probably produced 
for Discriminant Function Analysis, the general concept is easier to understand if you start with 
Redundancy Analysis. 

REDUNDANCY ANALYSIS 
This analysis is considered to be an extension of multiple regression (Legendre & 

Legendre 1998), but it can also be used for simple regression with more than one dependent 
variable, and that is where we will start because it makes visualization easier. Magnusson & 
Mourão (2004) and Magnusson et al. (2015) give simple explanations of how to extend simple 
regression to multiple regression and Legendre & Legendre (1998) give a more mathematical 
description. The basic concept can be seen in graphs derived from a simple regression of one 
response variable on one predictor variable. Figure 11.1A shows the hypothetical relationship 
between the density of a species and rainfall. The points on the graph represent the observed 
values of density and rainfall in each of the 10 plots. The line represents the expected values 
of density based on the values of rainfall derived from a least-squares regression. We could 
plot the expected values for each plot, but this usually isn´t done because they fall exactly on 
the fitted line (Figure 11.1B). 
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Figure 11.1 – Sp1 density in relation to rainfall (A). Fitted values of Sp1 density in relation to 
rainfall (B). 

Figure 11.1B shows some of the same information, except that we have deleted the 
observations and plotted only the expected values of density based on the observed rainfall in 
each plot. The points represent the model and not the data, so, unlike Figure 11.1A, we cannot 
evaluate how well the model fits the data because there is no residual variation. Theoretical 
graphs, such as this one, generally aren´t presented in ordinary least-squares analyses, though 
you may have seen them associated with maximum-likelihood analyses because you have to 
use slightly more complicated analyses (package stats4 in R) to derive the coordinates of the 
points for partial regressions with maximum likelihood.  

If someone presented their results in the form of Figure 11.1B, you would probably 
complain, and say that you wanted to see the data. If the researcher said that they were 
presenting the data in simplified form so that you would understand better, you would 
probably say that they were patronizing and underestimating your ability to interpret a graph. 
The graphs associated with DFA, RDA and CCA are derived from exactly the same process as 
Figure 11.1B. However, because there appears to be residual variation on those graphs, most 
readers do not realize that they are being short changed. 
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Table 11.1 – Mollusk species sampled along a rainfall gradient. 

Plot sp1 sp2 sp3 sp4 sp5 sp6 rainfall 

P1 10 9 15 2 1 0 1800 

P2 0 0 0 0 13 12 1500 

P3 7 4 0 0 0 0 1755 

P4 0 1 0 3 14 20 1580 

P5 0 0 0 10 8 6 1590 

P6 0 0 2 5 4 0 1640 

P7 0 4 11 0 0 0 1723 

P8 0 0 7 3 0 0 1690 

P9 0 0 0 9 5 0 1605 

P10 0 0 1 15 10 8 1530 

 

We will undertake a redundancy analysis on the same mollusk data presented in 
previous chapters (Table 11.1). The table is in two parts. The first column gives the plot names, 
the following six columns represent the data on the species and the last column, separated 
from the rest is the predictor variable, rainfall. We could have had more than one predictor 
variable, but for simplicity we will leave that for later. The first step in a RDA is to regress each 
of the response variables on the predictor variables, one a time. We substitute the observed 
value of density of each species with that predicted by the regression (as we did in Figure 11.1). 
The R code to do these steps is as follows: 

mol <- read.table("molusco.txt", header=T, row.names=1) # load the data 
    molu<- mol[,1:6] # slice the table (only species data) 
    rain<- mol[,7]  # extract the predictor gradient 
molu     # check the data 
rain     # check the data 
 
moluc <- scale(molu,center=T,scale=T) # standartization (same used by RDA) 
rainc <- scale(rain,center=T,scale=T) # standartization (same used by RDA) 
 
# run a linear model for each species: 
 lm.sp1 <- lm(moluc[,1] ~ rainc) 
 lm.sp2 <- lm(moluc[,2] ~ rainc) 
 lm.sp3 <- lm(moluc[,3] ~ rainc) 
 lm.sp4 <- lm(moluc[,4] ~ rainc) 
 lm.sp5 <- lm(moluc[,5] ~ rainc) 
 lm.sp6 <- lm(moluc[,6] ~ rainc) 
 
# save the fitted values for each model: 
 sp1 <- lm.sp1$fitted.values 
 sp2 <- lm.sp2$fitted.values 
 sp3 <- lm.sp3$fitted.values 
 sp4 <- lm.sp4$fitted.values 
 sp5 <- lm.sp5$fitted.values 
 sp6 <- lm.sp6$fitted.values 
 
# create a data frame of fitted values: 
Table_11.2          <- data.frame(sp1, sp2, sp3, sp4, sp5, sp6) 
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rownames(Table_11.2)<- rownames(molu) # paste the names of plots 
 
 
Table_11.2 # to check the table (printed below): 
         sp1      sp2      sp3      sp4      sp5      sp6 
P1   1.18688  1.29832  1.16387 -0.80117 -1.41459 -1.08145 
P2  -1.05675 -1.15597 -1.03626  0.71333  1.25949  0.96288 
P3   0.85033  0.93018  0.83385 -0.57400 -1.01348 -0.77480 
P4  -0.45845 -0.50149 -0.44956  0.30946  0.54640  0.41772 
P5  -0.38366 -0.41968 -0.37622  0.25898  0.45727  0.34958 
P6  -0.00972 -0.01064 -0.00953  0.00656  0.01159  0.00886 
P7   0.61101  0.66839  0.59917 -0.41245 -0.72824 -0.55674 
P8   0.36422  0.39841  0.35716 -0.24585 -0.43409 -0.33186 
P9  -0.27148 -0.29697 -0.26622  0.18325  0.32356  0.24736 
P10 -0.83238 -0.91054 -0.81625  0.56188  0.99208  0.75844 

 

The new table (11.2) has removed all the “irrelevant” variation in the data that could 
not be represented by a perfect linear relationship with the predictor variable. We use the new 
table to undertake a Principal Components Analysis (PCA) and derive orthogonal axes that 
capture all of the variation in the reduced data set. As the ordination is based on data that have 
a perfect relationship with the predictor variable (our hypothesis), this graph represents the 
model (hypothesis) in the same way that the predicted values represented the linear-
regression model in Figure 11.1B. The R code for the PCA analysis is as follows: 

pca.est <- prcomp(Table_11.2) # run conventional PCA using fitted values 
my.rda  <- pca.est$x[,1:2]     # save the first two PCs 

 

We carried out the RDA step by step and that took a lot of lines in R. We could have 
used the rda function in R and obtained exactly the same result. The following code calculates 
the RDA scores in one line, then plots the results for the first axis against those for the first axis 
we calculated using the long method. You can see that the results are identical (Figure 11.2). 

rda.vegan <- rda(molu, rain)    # need to load vegan package first 
RDA1.vegan<- summary(rda.vegan)[[3]][,1] # save first axis of RDA 
plot(RDA1.vegan, my.rda[,1])    # plot the first axis of each RDA 
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Figure 11.2 – RDA1 calculated manually against RDA1 calculated by the vegan package. 

If we project the objects (plots) onto the first two principal components based on the 
expected values (Figure 11.3A), the graph looks like a conventional PCA diagram, but there is 
a big difference. The graph shows how similar individual plots would be IF our hypothesis were 
correct and the assemblages can be predicted perfectly by rainfall. How many of your readers 
who would reject Figure 11.1B do you think will understand what is being presented on Figure 
11.3A? Can you interpret it? Unlike Figure 11.1B, there appears to be residual variation in 
Figure 11.3A, but this is only an illusion because we cannot see the other dimensions. The same 
PCA analysis using the original data (just use the original data frame instead of the data frame 
with expected values in the PCA) results in a different configuration of plots (Figure 11.3B). 

 

Figure 11.3 – PCA using the fitted values (A) and PCA using original data (B). 
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You can use Table 11.1 to do ordinations of objects or attributes and, the same way as 
with conventional PCA, you can project attributes onto the plot of objects (biplot). You can also 
project the predictor variables onto the same plot (triplot). There are a number of different 
options for doing this, each of which will give a different result (Legendre & Legendre 1998). 
As an example, we can use the loadings of the attributes (species) on the first two axes and the 
correlations of the predictor variables with those axes to produce a triplot in R. To do that we 
will use both predictor variables presented in Table 11.3, rainfall and elevation. 

Table 11.3 – Mollusk species sampled along rainfall and elevation. 

Plot sp1 sp2 sp3 sp4 sp5 sp6 rainfall elevation 

P1 10 9 15 2 1 0 1800 100 

P2 0 0 0 0 13 12 1500 40 

P3 7 4 0 0 0 0 1755 120 

P4 0 1 0 3 14 20 1580 80 

P5 0 0 0 10 8 6 1590 140 

P6 0 0 2 5 4 0 1640 60 

P7 0 4 11 0 0 0 1723 140 

P8 0 0 7 3 0 0 1690 40 

P9 0 0 0 9 5 0 1605 60 

P10 0 0 1 15 10 8 1530 100 

 

R code: 

molu <- mol[,1:6] 
envi <- mol[,7:8] 
 
moluc<-scale(molu,center=T,scale=T) 
envic<-scale(envi,center=T,scale=T) 
 
# run a linear model for each species: 
 lm.sp1 <- lm(moluc[,1] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 lm.sp2 <- lm(moluc[,2] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 lm.sp3 <- lm(moluc[,3] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 lm.sp4 <- lm(moluc[,4] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 lm.sp5 <- lm(moluc[,5] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 lm.sp6 <- lm(moluc[,6] ~ envic[,"rainfall"] + envic[,"elevation"]) 
 
# save the fitted values for each model: 
 sp1 <- lm.sp1$fitted.values 
 sp2 <- lm.sp2$fitted.values 
 sp3 <- lm.sp3$fitted.values 
 sp4 <- lm.sp4$fitted.values 
 sp5 <- lm.sp5$fitted.values 
 sp6 <- lm.sp6$fitted.values 
 
fitted <- data.frame(sp1,sp2,sp3,sp4,sp5,sp6) 
 
pca.est<- prcomp(fitted, scale=FALSE) # PCA fitted values 
my.rda <- pca.est$x[,1:2] 
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# correlation between fitted values and enviromental data 
envi.cor   <- cor(envic, my.rda) 
 
# Species loadings are not correlations between fitted values site scores, but # they 
are the rotation matrix of PCA which is returned as element rotation of # prcomp(). 
In this example, we selected only the first two axes, because they  # have the only 
really non-zero eigenvalues 
sploadings <- pca.est$rotation[,pca.est$sdev > sqrt(.Machine$double.eps)] 
 
# put the two data in the same scale (the sploadings are already scaled): 
my.axis <- scale(my.rda, center=T, scale=T) 
 
# plot both tri-plots: 
par(mfrow=c(1,2)) 
plot(my.axis, type="n", ylim=c(-2,2)) 
 abline(h=0,v=0,lty=2) 
 text(my.axis,rownames(my.axis), col="darkgreen", cex=0.7) 
 text(sploadings,rownames(sploadings),col="red", cex=0.7) 
 text(envi.cor[,1]-0.2, envi.cor[,2]+0.1,rownames(envi.cor), col="blue") 
 arrows(0,0, envi.cor[1,1], envi.cor[1,2],col="blue", length=0.05) 
 arrows(0,0, envi.cor[2,1], envi.cor[2,2],col="blue", length=0.05) 
 mtext("a", 3, adj=0, cex=1.5) 
 
rda.vegan <- rda(moluc, envic, scale = FALSE) 
plot(rda.vegan, scaling=2, display=c("lc","sp","cn")) 
 mtext("b", 3, adj=0, cex=1.5) 

 

Figure 11.4 – Two triplots of the same data. Part (A) used the manual calculations described in 
the code above and part (B) used the rda function. 

The differences in species configurations between triplots in Figure 11.4 is related only 
to the angle of projection onto the two main axes. We can show that both graphs are the same 
comparing each configuration (site and species) using a Procrustes rotation (Peres-Neto & 
Jackson 2001). In this analysis both matrixes (site-site or species-species) are rotated and 
scaled without changing the internal relationship among objects. The Procrustes analysis uses 
an algorithm to minimize the differences between ordinations. You can easily run this analysis 
in vegan: 
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# we need to turn off scaling by eigenvalues in species loadings in rda.vegan, # 
because we do not have that eigevalue scaling in your manual sploadings 
par(mfrow=c(1,2)) 
plot(procrustes(sploadings[,1:2],scores(rda.vegan, scaling="sites")$species)) 
plot(procrustes(my.axis[,1:2],summary(rda.vegan)[[3]][,1:2])) 

 

 

Figure 11.5 – Procrustes error plots showing perfect coincidence between the two species 
loadings and site ordinations (manual and vegan) represented by open circles and small blue 
dots, respectively. That is, there are no errors and each pair of points overlaps perfectly. 

Details of bi- and triplot techniques are given in Legendre & Legendre (1998), and you 
can produce the plots in R or use a commercial package, such as CANOCO. We discussed the 
difficulty of interpreting such plots for indirect ordinations in Chapter 7. We honestly cannot 
suggest any way to effectively evaluate such plots in RDA, but if you think that there is a danger 
of your readers understanding what you have done you can use quadriplots. Makarenkov & 
Legendre (2002), recognizing that straight lines rarely adequately represent the distributions 
of species along ecological gradients, suggested the use of polynomials (usually just parabolas) 
to represent the species relationships to predictor variables. Therefore, instead of regressing 
each attribute on the combination of predictor variables, you can regress each on the predictor 
variables and the predictor variables squared. Therefore, a model such as the following: 

Y1, Y2, ….Yi = a + b1*X1 + b2*X2 + ….. Bj*Xj + e 

becomes 

Y1, Y2, ….Yi = a + b1*X1 + Bj+1*Xj+1
2 + b2*X2 + Bj+2*Xj+2

2 + ….. Bj*Xj + Bj+j*Xj+j
2 + e 

We now have new predictor variables, representing the original variables squared, to 
add to our ordination plot. There may be some gifted individuals who can make some sense of 
these graphs (e.g. Pierre Legendre and Cajo ter Braak). However, having discussed these types 
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of graphs with dozens of researchers, we can assure you that most of your potential audience 
cannot. It is a classic case of the use of statistics to confound rather than clarify. Perhaps the 
worst justification for the use of direct-ordination graphs that we have heard is that in the 
particular study the graphs were similar to those obtained by indirect ordination. In that case, 
why not just use indirect ordination to produce graphs that many more people understand? 

LC OR WA SCORES? 

RDA axes were originally derived using unweighted multiple regression and in a related 
technique (CCA), to be described below, the axes were derived by weighting the regression by 
the site (plot) totals. In unweighted regression, all sites (plots) contribute equally to the 
regression results. In weighted regression, a plot with 20 individuals will have more effect on 
the results than a plot with 10 individuals. The programs available today allow you to calculate 
scores based on unweighted regression, called linear combination (LC) scores, or scores based 
on weighted regression, called weighted averaging (WA) scores, for both RDA and CCA.  

The results are generally not very different for LC and WA scores, but there is one 
interesting consequence. LC scores are totally independent of the species data. They are simply 
linear combinations of the predictor variables. Therefore, if you randomly permute the 
numbers of each species among plots (removing all pattern in the assemblages), the LC scores 
will remain the same. In contrast, randomly permuting the densities among plots will result in 
different site values for species in RDA, and different site totals in CCA, and the weighted 
regression will result in different (though usually not very different) WA scores for the original 
and the randomized data. Therefore, the LC scores are independent of the species composition 
and site totals, whereas WA scores are independent of the species composition, but affected 
by the total number of individuals per plot. Most researchers who have used the techniques 
find it hard to believe that the LC scores are totally independent of the species data. Below, we 
compare the results of RDA analyses using original data or data randomly permuted within 
species. 

set.seed(8)     # to get the same results shown here  
random <- sample(1:10)   # create a random vector 
molu.ram<-molu[order(random),] # use the random vector to randomize molu data 
rownames(molu.ram)<-rownames(molu) # rename the plots 
 
rda.orig <- rda(molu, envi) # RDA of original data 
rda.rand <- rda(molu.ram, envi) # RDA of randomized data 
 
# create the Figure 11.6 (pasted below) 
par(mfrow=c(1,2)) 
plot(rda.orig,display=c("lc","cn","sp"), main="Original data") 
plot(rda.rand, display=c("lc","cn","sp"), main="Random data") 
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Figure 11.6 – Triplots using original and randomized mollusk data 

The results initially appear different, but that is because the appearance of the cloud of 
points depends on the position from which we view them. We can rotate the configuration or 
take a mirror image without changing the relationships among the plots. Therefore, we used 
Procrustes rotation in the R package vegan to rotate the configurations to be as similar as 
possible. The resulting plot shows the positions of the points in one configuration and arrows 
leading to the same point in the other configuration. In this case, we cannot see the arrows 
because the points are exactly on top of each other (Figure 11.7). 

# save the scores of original and randomized RDA 
orig <- scores(rda(molu,ambi), display="lc")  
rand <- scores(rda(molu.ram,ambi),display="lc")  
 
# plot procrustes rotation  
plot(procrustes(orig, rand, cex=2), las=1, cex.lab=1.5, cex.axis=1.2) 
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Figure 11.7 – Procrustes error plot showing perfect coincidence between an ordination based 
on original data represented by open circles and an ordination after species data had been 
randomized represented by small blue dots, respectively. That is, there are no errors and each 
pair of points overlaps perfectly. 

CANONICAL CORRESPONDENCE ANALYSIS 
Recognizing that PCA is not an appropriate model for the distribution of most species 

along ecological gradients, ter Braak (1986) promoted Canonical Correspondence Analysis 
(CCA). His original description of the technique was based on reciprocal averaging and that is 
easier to understand for ecologists than more modern techniques based on matrix algebra that 
lead to the same result. The difference between RDA and CCA is that RDA uses multiple 
regression to intervene in the original data table; in CCA, multiple regression is used to 
intervene directly in the ordination axes. Conceptually, the derivation of the first CCA axis is 
like using the first PCA axis as a dependent variable in a multiple regression and using the 
expected values from the regression rather than the original coordinates to plot the data. 
Methods to obtain subsequent axes are described by ter Braak (1986) and Legendre & 
Legendre (1998), but here we are only interested in the biological interpretation. 

Most of the steps in CCA are the same as in reciprocal averaging (RA). Given a table of 
species abundances in plots (Table 11.4, which is the same as Table 3.2), we can create an 
arbitrary order for the plots (ARB) and calculate scores for plots and species based on 
reciprocal averaging (RA1 and SS1, respectively). The first step is identical to reciprocal 
averaging. If you don´t remember how, revise Chapter 3. To calculate LC scores, we then carry 
out a multiple regression of RA1 against the predictor variables and use the expected values 
from the multiple regression as our first LC scores (LC1). 
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Table 11.4 – Mollusk data, arbitrary vector and WAs and LCs derived from iteration process. 

 Sp1 Sp2 Sp3 Sp4 Sp5 Sp6 ARB RA1 LC1 RA2 LC2 

P1 10 9 15 2 1 0 1 3.67 3.67 4.12 3.87 

P2 0 0 0 0 13 12 2 4.99 6.55 5.80 6.11 

P3 7 4 0 0 0 0 3 2.23 3.91 3.82 4.17 

P4 0 1 0 3 14 20 4 5.07 5.62 5.73 5.48 

P5 0 0 0 10 8 6 5 6.03 5.14 5.64 5.33 

P6 0 0 2 5 4 0 6 6.16 5.26 5.32 5.07 

P7 0 4 11 0 0 0 7 4.25 4.04 4.12 4.37 

P8 0 0 7 3 0 0 8 5.53 4.98 4.56 4.74 

P9 0 0 0 9 5 0 9 6.67 5.55 5.55 5.32 

P10 0 0 1 15 10 8 10 6.07 5.90 5.59 5.81 

SS1 1.82 2.94 4.72 7.42 5.30 4.65      

SS2 3.77 3.92 4.19 5.43 5.75 5.85      

* the environmental data (rainfall and elevation) are not shown, but the LCx columns are 
derived from multiple linear regression between RAx and environmental data (see code 
below). 

# derive WA scores 
arb <- 1:10 
SS1 <- colSums(molu*arb)/colSums(molu);SS1  
RA1 <- colSums(t(molu)*SS1)/rowSums(molu);RA1 
 
# constraining to environment 
site.scores1 <- lm(RA1 ~ envi$rainfall + envi$elevation) 
LC1 <- site.scores1$fitted.values # save fitted values 
 
The LC1 values are used to generate SS2 and RA2 values as we did with reciprocal 
averaging. The RA2 values are then converted to LC2 scores by carrying out a multiple 
regression of RA2 on the predictor variables and using the predicted values from the 
regression as LC2. 
# same of first step, but with object names updated: 
SS2 <- colSums(molu*LC1)/colSums(molu);SS2 
RA2 <- colSums(t(molu)*SS2)/rowSums(molu);RA2 
 
# constraining to environment 
site.scores2 <- lm(RA2 ~ envi$rainfall + envi$elevation) 
LC2 <- site.scores2$fitted.values 

 

The process is repeated to generate LC3, LC4, etc. until the results converge to an 
acceptable degree. WA scores can be derived in the same way as the LC scores, except that we 
use multiple regression weighted by the total number of individuals in each plot instead of 
standard multiple regression. Below we give the R code to calculate WA1 and WA2. Note that 
WA1 and WA2 are just intermediate steps to calculate the first WA axis (as are LC1 and LC2 to 
calculate the first LC axis). To calculate subsequent axes, use the algorithms given in Legendre 
& Legendre (1998). We will not enter into details here because, if you understand the principles 
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behind the derivation of the first axis, you understand the principles behind the derivation of 
subsequent axes. 

# derive WA scores 
arb <- 1:10 
SS1 <- colSums(molu*arb)/colSums(molu);SS1  
WA1 <- colSums(t(molu)*SS1)/rowSums(molu);WA1 
 
# constraining to environment 
site.scores1<-glm(WA1 ~ envi$rainfall + envi$elevation, weights=rowSums(molu)) 
LC1 <- site.scores1$fitted.values # save fitted values 
 
# same of first step, but with object names updated: 
SS2 <- colSums(molu*LC1)/colSums(molu);SS2 
WA2 <- colSums(t(molu)*SS2)/rowSums(molu);WA2 
 
# constraining to environment 
site.scores2<-glm(WA2 ~ envi$rainfall + envi$elevation, weights=rowSums(molu)) 
LC2<-site.scores2$fitted.values 

 

The first axis LC and WA scores for most data are similar, but not identical. There is 
discussion as to whether it is better to use LC or WA scores (McCune & Grace 2002), but as we 
can´t interpret either, we will not enter into the debate. The important point is that CCA graphs, 
like RDA graphs, show the model and not the data. Substituting random data results in a similar 
configuration for LC scores, and differences in configurations for WA scores proportional to 
the variability in plot totals, as shown by Procrustes rotation of the first two axes for LC (Figure 
11.8A) and WA (Figure 11.8B) scores. Differences in Procrustes-rotation graphs are shown by 
arrows. The plots lay in almost identical positions for CCA with real and random data for LC 
scores, so the arrows in Figure 11.8A are short. They are not in exactly the same place just 
because of differences in the rate of convergence. The arrows joining the plot positions for real 
and random data along the first two WA axes in Figure 11.8B are very different because there 
were large differences in the total number of individuals per plot in this data set. When the 
number of individuals per plot varies little, there will closer correspondence between WA 
scores for original and randomized data. Although the WA plots can sometimes give you very 
different results from those obtained with random data for the species occurrences, those 
differences have nothing to do with the relative abundances of species within plots; they are a 
trivial result of differences in the total number of individuals between plots. 
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Figure 11.8 – Procrustes error plot showing the configuration of ordinations using original and 
random data for LC scores in A and for WA scores in B. Each ordination is represented by open 
circles and blue arrows. Smaller arrows indicate smaller differences between ordination pairs. 

As with RDA analyses, you can superimpose species data and predictor variables as 
points or vectors on CCA ordinations. However, projecting predictor variables on graphs that 
depend only on predictor variables is circular reasoning, and representing variables as points 
or vectors that do not represent the variable values will be confusing to most readers, 
especially as they are being projected onto a space describing the expected values for plots if 
your model (hypothesis) were correct. The number of researchers that can interpret such 
graphs is vanishingly small. 

DISCRIMINANT FUNCTION ANALYSIS 
The use of Discriminant Function Analysis (DFA) predates that of RDA and CCA, so it is 

probably the first of such analysis. Although the steps are a little more complicated than in RDA 
and CCA, the general principles are the same. We discussed the statistical uses of DFA in 
Chapter 10. Here, we only consider the resulting graphs. 

Fisher (1936) developed the analysis for two groups, and in this case it can be 
considered an example of multiple regression where the predictor variables are represented 
by attributes and the dependent variable is the categories coded to be 1 and -1 (or 1/n1 and -
1/n2 when the number of individuals in each group, represented by n1 and n2, is different – 
Snedecor & Cochran 1967). However, you only need one discriminant function (axis) to 
differentiate two groups, because the number of functions you need is one less than the 
number of groups. Graphs are generally presented for more than two groups, and they are 
shown in the space of the first two discriminant functions. What most people do not realize is 
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that the graphs represent the positions the objects would have in multivariate space IF the 
predictor variables discriminated perfectly. That is, they are analogous to RDA and CCA graphs.  

As DFA is an extension of ANOVA, we will use the example given in Chapter 10. To 
understand the principle, it is better to use two groups (Table 11.1 – second last column). The 
analysis is simple using the lda function in the MASS library in R. With only two groups, lda 
produces histograms of discriminant-function values for each group (Figure 11.9). 

Table 11.5 – Mollusk species sampled along a rainfall gradient. The second last column shows 
the rainfall classified in two groups and the last column shows the rainfall classified in three 
groups. 

Plot sp1 sp2 sp3 sp4 sp5 sp6 rainfal
l 

cat.rain2 cat.rain3 

P1 10 9 15 2 1 0 1800 high high 

P2 0 0 0 0 13 12 1500 low low 

P3 7 4 0 0 0 0 1755 high high 

P4 0 1 0 3 14 20 1580 low low 

P5 0 0 0 10 8 6 1590 low low 

P6 0 0 2 5 4 0 1640 low intermediat
e P7 0 4 11 0 0 0 1723 high high 

P8 0 0 7 3 0 0 1690 high intermediat
e P9 0 0 0 9 5 0 1605 low intermediat
e P10 0 0 1 15 10 8 1530 low low 

 

library(MASS)  # load package 
 
# classify the rainfall vector in two groups 
cat.rainfall <- cut(envi$rainfall, breaks=2, labels=c("low", "high"))  
lda.res      <- lda(molu,cat.rainfall) # fit a LDA 
plot(lda.res, col="grey") 
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Figure 11.9 – Histograms of the LDA function for mollusk data. 

DFA is basically a multiple regression on dummy variables with the dependent and 
independent variables interchanged. With just two categories, we need only one dimension to 
separate them, which we can obtain by carrying out a multiple regression of the categories 
coded to 0 and 1 on the attributes. For this data set, the regression has the following form: 

Rainfall class (0,1) = a + b1*sp1 + b2*sp2 + b3*sp3 + b4*sp4 + b5*sp5 + b6*sp6 

With the parameter (a, b1 to b6) estimates, we can calculate the expected values for 
the regression and plot these against the values of the discriminant function provided by the 
lda function in MASS. 

# calculate the predicted values of mullusk data using LDA 
pred.lda <- predict(lda.res, molu)  
 
# multiple regression using the cat.rainfall as numeric 
mod.lda  <- lm(as.numeric(cat.rainfall) ~ as.matrix(molu))  
# calculate the predicted values of mullusk data using the multiple regression 
pred.reg <- predict(mod.lda, molu) 
 
plot(pred.lda$x, pred.reg) # plot the results 
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Figure 11.10 – Expected values of the regression and LDA function for the mollusk data. 

The relationship shown in the Figure 11.10 forms a perfectly straight line, revealing the 
nature of the discriminant scores; they are just the predicted values from the multiple 
regression. That is, they give the positions the objects would have along a one-dimensional 
gradient IF our model were perfect, without stochastic error. That is, they reflect the model, 
and not the results. 

The calculations are more complex with three or more groups (see Legendre & 
Legendre 1998), but the same principles apply. It is possible to derive one less discriminant 
function than there are groups, but the DFA graphs in publications almost always have two 
dimensions. We will carry out a DFA on the data in Table 11.5 using three groups (last column). 
The analysis produces a graph in two dimensions that purportedly describes the differences 
among groups and shows how close together are objects in the same class. The objects in each 
class form distinct groups on the DFA graph. However, if we randomly permute the values of 
the attributes and repeat the analysis, the objects in different groups are also well separated. 

cat.rain <- cut(envi$rainfall,breaks=3,labels=c("low","intermediate","high"))  
lda.res  <- lda(molu,cat.rain) 
 
set.seed(2020)   # to get the same results presented here 
random <- as.matrix(molu[order(sample(1:10)),])  
res.random <- lda(random, cat.rain) 
 
par(mfrow=c(1,2)) 
plot(lda.res,main="Original data") 
plot(res.random,main="Random data") 
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Figure 11.11 – LDA plots for real and randomized data. The different categories, low (LOW), 
intermediate (INT) and high (HIGH) are well separated in both graphs. 

Why do we get good separation with random data (Figure 11.11)? It is for the same 
reason that graphs produced by RDA and CCA are largely independent of the data. The graph 
is showing the separation expected IF the hypothesis being tested were true. It cannot be used 
to evaluate the hypothesis; something that few biologists appreciate. If you want to use graphs 
after discriminant function analysis, we suggest that you use those given in the mclust R 
package. They plot the groups in space of the original variables and not the space that they 
would occupy if your hypothesis were correct. The down side is that there may be a very large 
number of graphs for every possible pair of predictor variables. The mclust package also 
allows you to relax the linear assumption of classical discriminant-function analysis. 

SOCIAL SERVICE 
What are RDA, CCA and DFA graphs useful for? They obviously show that you are a 

scientist because any nonscientist would say “I don´t understand.” They are good for 
impressing colleagues because they can be made complex by the addition of attributes and 
predictor variables in bi-, tri- or quadri-plots. They are also good for showing impressive effects 
with inadequate experimental designs. What use are they for increasing biological 
understanding? Maybe you can think of something, because we cannot! 
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CHAPTER 12 - AUTOCORRELATION AND RELATED 
TOPICS 
 

The analysis of space has been the basis for the development of most ecological 
theories. That is, spatial patterns suggest processes, and experiments or observations can be 
designed to test whether those processes cause the patterns. We listed many such patterns in 
Chapter 1. However, much of the recent ecological literature has focused on subtle processes 
that are not always easy to visualize. These are often said to be endogenous because they arise 
from processes intrinsic to the organisms, such as reproduction and dispersal, which cause 
spatial patterns independent of any spatial structure in the external environment. 

There are many techniques to visualize and analyze spatial patterns (Dale & Fortín 
2014) and even a superficial examination of all of them is beyond the scope of this book. Here 
we will consider only a few forms of spatial analysis that are commonly used for data on species 
characteristics or species assemblages. The first relates to questions about relationships 
between association matrices when we do not want to reduce the dimensionality or create 
phantom axes. A common question in population genetics is whether genetic similarity is 
related to spatial distance between individuals or groups of individuals from different localities. 
Theory says that the logarithm of genetic similarity should decay linearly with distance 
between localities due to neutral processes, such as genetic drift (Hubbell 2001). However, 
many researchers erroneously use a simple linear relationship between distance and genetic 
similarity as the null hypothesis. 

It is easy to plot measures of the logarithm of genetic differences between localities 
against the Euclidean distances between the same pairs of localities. The same way that we 
calculate the correlation between two sets of numbers, we can calculate the correlation 
between two sets of differences. However, if we have N localities, we will have (N-1)*N/2 pairs 
of localities that can be compared, so if we want to do a statistical test, we have to take into 
account that the same site occurs in many comparisons and the data are not independent. 
Tests of the statistical significance of correlations between association matrices, called Mantel 
tests, are usually based on permutation tests, though Mantel originally proposed an algebraic 
solution based on sampling theory (Mantel 1967). 

The simple Mantel test can be extended to comparison of two matrices after taking 
into account a third (partial Mantel test). A common use is to ask if differences between 
individuals separated by geographic barriers is greater than that expected based on their 
Euclidean distances. Below we present the R code to compare two association matrices. We 
first ask if the assemblage similarity based on the Jaccard coefficient is related to geographic 
distance. As with genetic analyses, Neutral Theory (a common null hypothesis) states that the 
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logarithm of the difference in species composition measured using the Jaccard index should 
be approximately proportional to the distance between the sites. In fact, the relationship is 
compound exponential, causing slight curvature in the relationship, but you are unlikely to be 
able to detect the curvature because of the scatter (Hubbell 2001). If you are using the 
dissimilarity form of the Jaccard index (Jdiss), you should convert to the similarity form (1- Jdiss). 

# the following script uses the table below. As explained earlier, the 
# simplest way to load this data into R, is to copy and paste the table into a 
# text editor and save it as “coord_molusco.txt” file in the same folder where 
# R is running. Then load the table using read.table() function. 
 
plot y x 
t1 14.4 13 
t2 9.5 1 
t3 1.5 12 
t4 5 0.5 
t5 4.5 4 
t6 4 8 
t7 9.5 11 
t8 6 10 
t9 11.5 5.5 
t10 13.5 3 

 
# load coord data: 
coord.molu<-read.table("coord_molu.txt",header=T, row.names=1) 
 
jac.sim <- 1-vegdist(molu, "jaccard")  # jaccard similarity for molu 
molu.geo<- vegdist(coord.molu, "euclidean") # euclidean distance of samples 
 
plot(molu.geo, log10(jac.sim)) 

 

 

Figure 12.1 – Logarithm of the Jaccard similarity index plotted against the cartesian distance 
between plots for the mollusk data. 

This is just the null hypothesis, and perhaps not very interesting. We can add a third 
matrix relating to possible barriers to dispersal, such as rivers, or roads. To do this we have to 

4 6 8 10 12 14 16

-1.5

-1.0

-0.5

molu.geo

lo
g1
0(
ja
c.
si
m
)



 
 

124 

code the pairs of observations used for each distance. If they are on the same side of the 
barrier, they are given a score of 0 (no difference), and if they are on opposite sides, they are 
given a score of 1. This test was first elaborated by Mantel and Varland (1970). The test asks if 
there is an effect of the barrier on differences in species composition between sites, 
independent of the effect of the distance between them. 

barrier.molu <- c(rep(0,5), rep(1,5)) # create “barrier” matrix 
barrier.dist <- vegdist(barrier.molu, "euclidean") 
barrier.dist # check the matrix 
 
mantel.partial(jac.sim, barrier.dist, molu.geo) 
 
# results: 
Partial Mantel statistic based on Pearson's product-moment correlation  
 
Call: 
mantel.partial(xdis = jac.sim, ydis = barrier.dist, zdis = molu.geo)  
 
Mantel statistic r: -0.1151  
      Significance: 0.826  
 
Upper quantiles of permutations (null model): 
  90%   95% 97.5%   99%  
0.170 0.191 0.205 0.214  
Permutation: free 
Number of permutations: 999 

 

The Mantel test asks questions about relationships among distances. It is extremely 
difficult to predict the relationship between original variables and the relationships between 
matrices based on differences among observations, and sometimes the relationships are 
counterintuitive. The test should only be used when the questions can only be formulated in 
terms of distances (Legendre & Fortin 2010). Peres-Neto & Jackson (2001) show that the 
Mantel correlation between two variables is not necessarily zero when the simple correlation 
between them is zero, so you should be cautious about the interpretation of Mantel 
correlations. Those authors show that Procrustes rotations can be used to answer many of the 
questions for which researchers usually use Mantel tests. The advantage of Procrustes 
rotations is that they are manipulating the original variables and not distance matrices.  

AUTOCORRELATION 
When an intrinsic process, such as reproduction or dispersal, causes clumping of 

organisms or variables measured on them, the process is said to result in autocorrelation. That 
is, values of a variable (e.g., presence/absence of a species, density of individuals) are more 
similar in locations that are close to each other than in locations separated by greater 
distances. Clumping of the values of a variable on a map is generally called autocorrelation, but 
it is important to differentiate a pattern called autocorrelation from the process called 
autocorrelation. Some authors say that the term autocorrelation should be restricted to the 
case when clumping is caused by an intrinsic process (Peres-Neto & Legendre 2010). If the 
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clumping is caused by an external factor, such as the distribution of favorable habitat, those 
authors say that it should not be called autocorrelation. The problem is that both intrinsic and 
external factors can cause clumping. All organisms are clumped to some degree at some scale 
of measurement. Therefore, autocorrelation in the pattern does not necessarily imply an 
autocorrelation process, if we follow the definition of (Peres-Neto & Legendre 2010). 

AUTOCORRELATION PATTERNS 
An autocorrelation pattern is necessary, but not sufficient, to identify an 

autocorrelation process. Legendre & Legendre (1998; page 722, Figure 13.5) provide a figure 
showing examples of different types of patterns that might be found in nature, and below we 
provide R code to generate such patterns. An autocorrelated pattern, by definition, is one in 
which the similarity among sites in terms of some variable is related to the distance between 
sites. Sites close together may be more similar, sites further from each other may be more 
similar, or similarity may increase at intermediate distances.  

To determine whether autocorrelation patterns occur at intensities greater than 
expected by chance, researchers use correlograms. These measure the similarity between 
pairs of sites that are separated by different distance classes. If you can predict the value of a 
measurement at one site based on the value of sites separated from it by a given distance, the 
pattern is said to show autocorrelation in that distance class. Different types of correlogram 
use different measures of similarity, but the general concept is the same. Distances among 
sampling points are divided into distance classes, and a test is undertaken to see whether pairs 
of points within that class are more similar in the variable being investigated than expected for 
a random distribution. That is, if we know the value measured at one point, this tells us little 
about the expected value of another point chosen randomly. However, if there was an 
autocorrelation at a distance class of about 5 km, then knowing the value of a point gives a lot 
of information about another point 5 km distant. If the first had a small value on the variable 
we are measuring, the we expect points about 5 km from it to also have small values. If it had 
a high value, we expect points five kilometers from it to also have high values. 

One way to test whether autocorrelation is present in a distance class is to ask whether 
there is a Mantel correlation between the variables separated by distances in that class. The 
analysis works the same as the Mantel test given above, except that we run the Mantel test in 
each distance class. In the example given below, we see that there is more autocorrelation 
than expected if the data were randomized in the first distance class, which decays over greater 
distances. It is important to remember that we use a similarity measure (see code above) for 
mollusks data. Because of this, Figure 12.2 shows negative autocorrelation values, unlike most 
correlograms that are based on measures of dissimilarity (see Figure 12.3). However, the 
interpretation is the same. 
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# need to load vegan package first 
library(vegan) 
 
molu.correlog <- mantel.correlog(jac.sim, molu.geo, n.class = 5, cutoff=FALSE) 
 
# salve the results 
resu <- as.data.frame(molu.correlog$mantel.res) 
par(cex=1.5, las=1, bty="l") # adjust graphic parameters 
plot(resu$class.index, resu$Mantel.cor, type="b", cex=1.5,  
xlab = "Distance classes", ylab = " Mantel correlation") 
# the code inside the brackets is to automatically select P values < 0.05 
points(resu$class.index[resu[,5]<0.05], resu$Mantel.cor[resu[,5]<0.05], 
col=2, pch=16, cex=1.5) 
abline(h=0, lty=2) # includes a horizontal line at zero 

 

Figure 12.2 - Mantel correlogram for mollusk data. The correlation value with p < 0.05 after 
multiple tests correction (Holm’s method), is indicated in red. 

Although the Mantel correlation can be used to construct a correlogram, it is usually 
not appropriate to use a simple Mantel test to detect autocorrelation. That would only be 
appropriate where the highest autocorrelation occurred in the shortest distance class, and 
decreased monotonically with distance. This is an unlikely pattern, and if we can predict that it 
will occur, we probably know the process producing the pattern. 

A popular index used to construct correlograms is the Moran statistic. You can 
construct correlograms using the Moran statistic in the R package pgirmess using the 
correlog function. This package also indicates with red spots Moran statistics that have 
absolute values greater than would be expected (P> 0.05) for a random association of values 
of points within each distance class. Below, we give the R code for different types of 
aggregation illustrated by the three-dimensional graphs (the horizontal axes show the 
geographic coordinates and the vertical axis shows the values of the variable). The 
correlograms for each pattern are given below the corresponding graph. Could you predict the 
pattern based on the correlogram? 
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library(pgirmess)  # Moran’s I 
library(scatterplot3d) # 3D ploting 
 
# we need a relatively large table, so let's create it in R: 
 
x <- rep(1:15, length=225) 
y <- rep(1:15, each = 15) 
peaks <- c(rep(8,15), 

    rep(c(8,9,9,9,8),3),rep(c(8,9,10,9,8),3),rep(c(8,9,9,9,8),3),rep(8,30), 
    rep(c(8,9,9,9,8),3),rep(c(8,9,10,9,8),3),rep(c(8,9,9,9,8),3),rep(8,30), 
    rep(c(8,9,9,9,8),3),rep(c(8,9,10,9,8),3),rep(c(8,9,9,9,8),3),rep(8,15)) 

tile  <- rep(c(8,9,10,9,8), 45) 
ramp  <- rep(c(15:1),15) 
step  <- c(rep(10,105), rep(7,120)) 
 
dados <- data.frame(x,y,peaks,tile,ramp,step) # create a data frame 
 
par(mfrow=c(1,3))  
image(matrix(dados[,3],15),col=gray(seq(0,1,0.01))) 
persp(1:15,1:15,matrix(dados[,3],15),expand=0.3,theta=20,col = "gray" ) 
plot(correlog(dados[,1:2],dados[,3],nbclass = 13)) 

Figure 12.3 - Graphical representation in two and three dimensions of a variable, followed by 
Moran's correlogram. 

 

par(mfrow=c(1,3))  
image(matrix(dados[,4],15),col=gray(seq(0,1,0.01))) 
persp(1:15,1:15,matrix(dados[,4],15),expand=0.3,theta=20,col = "gray" ) 
plot(correlog(dados[,1:2],dados[,4],nbclass = 16))  

Figure 12.4 - Graphical representation in two and three dimensions of a variable, followed by 
Moran's correlogram. 
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par(mfrow=c(1,3))  
image(matrix(dados[,6],15),col=gray(seq(0,1,0.01))) 
persp(1:15,1:15,matrix(dados[,6],15),expand=0.3,theta=20,col = "gray" ) 
plot(correlog(dados[,1:2],dados[,6],nbclass = 16)) 

Figure 12.5 - Graphical representation in two and three dimensions of a variable, followed by 
Moran's correlogram. 

 

par(mfrow=c(1,3))  
image(matrix(dados[,7],15),col=gray(seq(0,1,0.01))) 
persp(1:15,1:15,matrix(dados[,7],15),expand=0.3,theta=40,col = "gray" ) 
plot(correlog(dados[,1:2],dados[,7],nbclass = 16)) 

Figure 12.6 - Graphical representation in two and three dimensions of a variable, followed by 
Moran's correlogram. 

WHAT ARE CORRELOGRAMS USED FOR? 
Although it is relatively easy to predict that there will be significant autocorrelation in 

the pattern, it is not simple to reconstruct that pattern based on the correlogram. One of the 
most frequent uses of correlograms is to determine whether autocorrelation might bias 
statistical tests. This is a complex topic that we will not treat in this book. Landeiro & 
Magnusson (2011) give a simple introduction to the problem and discuss the difficulties of 
selecting the appropriate analysis. Basically, unless there is autocorrelation in both the 
dependent variable and at least one of the independent variables, the statistical tests will be 
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unaffected and you do not have to consider it further in relation to the validity of the statistical 
tests. If there is significant autocorrelation in the dependent or at least one of the independent 
variables, you should consider the solutions given by Landeiro & Magnusson (2011) or more 
recent techniques. 

Correlograms can also be used to identify patterns that indicate that an important 
variable or autocorrelation process has been left out of the analysis. If there is autocorrelation 
in the residuals after you have conducted an analysis, it indicates that something is affecting 
the values of the independent variable that was not included in the analysis. Many authors 
state that autocorrelation in the residuals compromises statistical tests. That is not true. If the 
autocorrelation in the residuals is caused only by autocorrelation in the dependent variable, 
the statistical tests are unaffected (Legendre et al. 2002, Landeiro & Magnusson 2011). 

DOES A PATTERN OF AUTOCORRELATION INDICATE AN AUTOCORRELATION 
PROCESS? 

The analyses we have considered detect autocorrelation patterns (clumping), but not 
all clumping is caused by intrinsic autocorrelation processes. In fact, probably only a minority 
of patterns we see are caused by intrinsic autocorrelation processes (true autocorrelation as 
defined by Peres-Neto & Legendre 2010). Detection of an autocorrelation pattern is reason to 
suspect an autocorrelation process, but does not prove it. If you can identify a process, it is 
better to include a variable that describes that process than simply try to eliminate the 
autocorrelation. For instance, if you believe that reproduction is causing autocorrelation in 
your plots, you could include the density of reproductive adults in adjoining plots (the number 
of plots determined by the correlogram) as a covariable.  

AUTOCORRELATION PATTERNS AS EVIDENCE FOR AN EFFECT OF “SPACE”. 
As emphasized by Fortin & Legendre (2010), analyses of distances should only be used 

when the questions can only be formulated in terms of distances. To avoid using distances in 
inferential analyses, Borcard & Legendre (2002), Peres-Neto et al. (2006) and Peres-Neto & 
Legendre (2010) suggested the use of Principal Coordinates of Neighbour Matrices (PCNM – 
also known as Distance-based Eigenvector Maps and Moran’s Eigenvector Maps). Basically, 
these use a truncated matrix of distances among points to generate a large number of 
orthogonal axes that in some combination could, in principle, represent almost any form of 
clumping at different spatial scales. A subset of these that are correlated with the dependent 
variable after taking into account predictor variables in the model are considered to represent 
an undefined factor called space. Many authors imply that space represents intrinsic 
autocorrelation. That is wrong. The analyses only partition the variance into that part that can 
be explained by the environmental predictor variables and that part that can be represented 
by linear combinations of variables that hopefully can represent any other causes of clumping 
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in the data. They do not even do this well. There may be other forms of clumping that the 
PCNM analyses do not detect (Landeiro et al. 2011). 

If there is a significant effect of “space” in these analyses, it does not indicate that you 
have identified intrinsic autocorrelation processes; it just indicates that you have left out 
something that causes patterns. Legendre (1993) asked “Spatial autocorrelation: trouble or 
new paradigm?” As the first chapter of this book shows, spatial patterns have been important 
for generating new hypotheses since the beginning of ecology. We believe that is still the case, 
and that modern analysis techniques, rather than representing a new paradigm, simply provide 
more powerful techniques to describe patterns, and in some cases to ascribe probable causes. 
Recent trends to try to remove the effects of autocorrelation are not a substitute to the use of 
autocorrelation, and other descriptors of pattern, to generate testable hypotheses. Using 
autocorrelation as a source to generate new hypotheses is likely to advance ecology further 
than to face it first as a problem that must be removed. 
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CHAPTER 13 
 

We have taken a quick tour of some of the most commonly used methods for describing 
assemblages of species and analyzing the factors that affect them. In doing so we have skipped 
over many important and intriguing mathematical details, but this is not to diminish the 
importance of the mathematics. It is just because we have found that practitioners understand 
much better the mathematics when they can see the logic in which the analyses are 
embedded. Mathematical tools are extremely effective, but only if we know why they need to 
be used. 

To introduce the techniques, we showed their expected effects on the generic graph, 
which is useful both to visualize patterns and to evaluate the assumptions of the analyses. In 
this chapter, we will summarize the types of patterns that underlie the assumptions of indirect-
gradient analysis. As in previous chapters, we will show these patterns in relation to a single 
ecological gradient. However, the analyses assume that the same patterns apply along all the 
gradients (multivariate axes) that are investigated. 

Most biological reactions follow a relationship similar in form to that given in Figure 
13.1, with little response at low levels of the gradient, increasing response at intermediate 
levels until a maximum, after which the response declines rapidly to essentially zero. No part 
of the relationship is linear, but some segments of it can be modeled as linear with little loss of 
information. When the relationship is approximately linear, or just monotonically increasing or 
decreasing, the gradient is said to be short. It would be more correct to say that only a short 
segment of the gradient was investigated, rather than say that the gradient was short, but that 
is the terminology used in the literature. 
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Figure 13.1 – A hypothetical biological response to a gradient represented by a variable. 

The simplest pattern is probably that associated with principle components analysis 
(PCA) of short gradients, and this was the first of the modern multivariate analyses to be 
proposed (Pearson 1901). The direct-gradient extension of PCA, redundancy analysis (RDA), 
and the use of latent variables (Boral), have the same assumption that the relationships 
between the attributes and the axes to be created are all linear or at least monotonic (Figure 
13.2). 

 

Figure 13.2 – Distribution of seven species along a “short” rainfall gradient. 
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Relationships, such as that shown for species 7 on Figure 13.2, which are horizontal (no 
significant relationship with the axis) are uninformative in PCA and RDA analyses. If the 
relationship is really the same at all points along the gradient, this is a reasonable procedure. 
However, if the relationship was more complex, but not linear, such as the monomodal 
nonlinear relationship shown in Figure 13.1, this discards information. 

If the distributions of all attributes along the gradient can be modeled by normal 
distributions, or at least symmetrical distributions with the same degree of kurtosis (Figure 
13.3), then reciprocal averaging (RA) or correspondence analysis (CA) would be appropriate. 
The direct-gradient analogue of these is canonical correspondence analysis (CCA), and it has 
the same assumptions. Sometimes, monomodal distributions can be modeled by quadratic 
(parabolic) relationships, and that is the approach used in the extension of RDA recommended 
by Makarenkov & Legendre (2002). However, this model is a very gross approximation to most 
species distributions along gradients and has rarely been used in the ecological literature. 

 

Figure 13.3 - Distribution of ten species along a “long” rainfall gradient. 

Frequently, the distributions of attributes along the gradients are nonlinear, and each 
distribution differs in skewness and kurtosis (Figure 13.4). In this case, analyses based on 
associations rather than the original data, such as principal coordinates analysis (PCoA) or non-
metric multiple dimensional scaling (NMDS), would be more appropriate. When there is no a 
priori reason to assume the distribution patterns of attributes along the gradient, these 
analyses are preferable to those given in the previous paragraphs because they have fewer 
assumptions. 

sp10

sp9

sp8

sp7

sp6

sp5

sp4

sp3

sp2

sp1

0 100 200 300 400

0.00
0.05
0.10
0.15
0.20

0.000.050.100.150.20

0.000.050.100.150.200.25

0.00
0.10
0.20
0.30

0.00
0.10
0.20

0.00
0.10
0.20
0.30

0.00
0.10
0.20
0.30

0.000.050.100.150.200.25

0.00
0.05
0.10
0.15
0.20

0.00
0.10
0.20
0.30

Rainfall (mm)

R
el

at
iv

e 
ab

un
da

nc
e



 
 

134 

 

Figure 13.4 - Distribution of ten species along a long rainfall gradient. 

There has been a lot of theoretical discussion in the literature about the most 
appropriate transformations of the original data, association measures, transformations of 
association matrices, and ordination methods in relation to the forms of the distributions of 
organisms along environmental gradients. However, the methods with the greatest theoretical 
support are often not the best for recovering known gradients. Minchin (1987) developed a 
program, Compas, to generate distributions of species along gradients with known 
characteristics, and these showed that very often the simpler techniques with less theoretical 
justification were more effective at identifying known gradients. Unfortunately, Minchin´s 
original program will not work on modern computers.  

 To simulate assemblages in the same way as Minchin´s Compas program, but limited 
to 2 dimensions, you can use the R package CommEcol developed by Adriano Melo. Figure 
13.2 was generated using the compas function, manually ordered following Chapter 2 codes, 
and adapted to ggplot2 language and format. The other generic graphs shown in this chapter 
were manually edited to improve visualization. More complex combinations of distributions 
can be simulated using the Coenocliner package developed by Gavin Simpson 
(http://www.fromthebottomoftheheap.net/2014/07/31/simulating-species-abundance-data-
with-the-coenocliner-package/). You can then undertake ordinations of the data sets and plot 
the species distributions against the derived axes to see if you have recovered the patterns you 
put in the data. If not, some other method may be more appropriate.  

 Whether or not you undertake explicit simulations, inspect the patterns on your 
empirical generic graphs to see whether they are appropriate for the analysis you used based 
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on the graphs shown above. Perhaps the most important message of this book is that 
multivariate patterns can generally be seen on generic graphs. If you are reporting a pattern, 
but cannot see it on a generic graph, you should probably reconsider your analyses. 
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